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TERASHAKE EARTHQUAKE SIMULATION
Ground surface velocity predicted for earthquake waves in the large-scale
TeraShake simulation of magnitude 7.7 earthquake on the southern San
Andreas fault. The simulation ran for more than four days on SDSC’s 10
teraflops IBM DataStar supercomputer, producing an unprecedented 47 terabytes
of data. Figure displays detailed fault-parallel velocity, showing the intense backand-forth shaking predicted, with blue indicating upward motion and red indicating
downward motion. The north-to-south fault rupture (thick white line) produced
especially intense ground motion in the sediment-filled basin of the Coachella Valley
which “shook like a bowl of jelly,” reaching peak velocities of more than 2 meters per
second. TeraShake research will advance basic earthquake science and eventually help
design more earthquake-resistant structures.

4

Terashake:
Simulating the
“Big One” on the
San Andreas Fault
THE SAN DIEGO SUPERCOMPUTER CENTER

SDSC cyberinfrastructure
models 7.7 earthquake in
unprecedented detail.

Founded in 1985, the San Diego Supercomputer Center
(SDSC) has a long history of enabling science and
engineering discoveries. Continuing this legacy into the
next generation, SDSC’s mission is to “extend the
reach” of researchers and educators by serving as a core
resource for cyberinfrastructure— providing them with
high-end hardware technologies, integrative software
technologies, and deep interdisciplinary expertise. SDSC
is an organized research unit of the University of
California, San Diego and is primarily funded by the
National Science Foundation (NSF). With a staff of
more than 400 scientists, software developers, and
support personnel, SDSC is an international leader in
data management, grid computing, biosciences,
geosciences, and visualization.
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FROM THE DIRECTOR
Delivering Cyberinfrastructure,
Enabling Discovery
In the science and engineering
community, there’s a lot of discussion
about cyberinfrastructure these days.
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From the Director

Delivering Cyberinfrastructure,
Enabling Discovery

I

n the science and engineering community, there’s a lot of
discussion about cyberinfrastructure these days. For the
record, cyberinfrastructure is the organized aggregate of
technologies that enable us to access and integrate today’s
information technology resources—data and storage, computation,
communication, visualization, networking, scientific instruments,
expertise—to facilitate science and engineering goals. Cyberinfrastructure captures the culture of modern science and engineering
research and provides the technological foundation for significant
discovery, synthesis, and dissemination brought about by the
Information Revolution.

“Cyberinfrastructure
ultimately will be
evaluated not by the
success of its vision,
but by the success of
the infrastructure
that is delivered to
the user and the
enabling of
cyberscience.”

It is widely believed in the science and
engineering community, and compellingly
described in the 2003 Report of the NSF Blue
Ribbon Advisory Panel on Cyberinfrastructure
(the “Atkins Report”), that achievement of the
cyberinfrastructure vision has the power to
transform science and engineering research and
education. And the key to achievement of the
cyberinfrastructure vision is the planning,
delivery, and commitment to make cyberinfrastructure, and the cyberscience it will enable, a
reality.
Last Spring, SDSC responded to an NSF
“Dear Colleague” letter for “Core” funding to evolve its activities from a
PACI Leading Edge Site to a
Cyberinfrastructure Center. The
core funding response gave SDSC
an opportunity to think deeply
about the challenges and opportunities of cyberinfrastructure and
cyberscience, and to develop a comprehensive and cohesive action plan to
build and deliver enabling cyberinfrastructure.
SDSC’s Core funding response focused on
three key themes critical to achievement of the
cyberinfrastructure vision:

SERVICE
The “customers” and beneficiaries of cyberinfrastructure are its users, and the ultimate
metric of success for cyberinfrastructure is
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their ability to focus on the challenges of the
science rather than the challenges of using the
tools driving new discovery. In the response,
SDSC described a broad spectrum of user-oriented cyberinfrastructure services that will
enable users to focus on the science. Particular
efforts will be made to help users coordinate
the technological tools at their disposal in their
local “home” environment with the larger
landscape of cyberinfrastructure resources.

INTEGRATION
Cyberinfrastructure involves the integration
of a wide variety of human, software,
and hardware systems to form a
powerful platform for enabling
new discovery. The coordination,
synthesis, and teaming required to
provide cohesive support embodies both the promise and the challenge of the cyberinfrastructure
vision. SDSC’s response described thematic, organizational, and management venues for the integration and synthesis of science
and engineering goals and cyberinfrastructure
technologies. Integration activities included
extensive user-focused software and services,
community collaboration projects that bridge
science and technology goals, and the creation
of a joint SDSC/Cal-IT2 Synthesis Center for
leveraging infrastructure across projects and
disciplines.

www.sdsc.edu

by Francine Berman, Director,
San Diego Supercomputer Center

LEADERSHIP
The achievement of the cyberinfrastructure
vision will require broad-based community
leadership as well as substantial commitment
and effort. Building on a generation of extensive work in data technologies and data science, the SDSC Core response focused on a
comprehensive and coordinated set of activities
to build out the “data stack,” forming an integrated end-to-end Data Cyberinfrastructure.
We are also increasingly engaging the key
communities of computer scientists and social
scientists as cyberinfrastructure “process
builders,” and are intensifying traditional activities to provide a rich environment for cyberinfrastructure’s “end users.”
There is an important opportunity with
cyberinfrastructure to leverage the innovations

of the commercial sector and their experience
with infrastructure at scale. This autumn, we
are initiating the SDSC Cyberinfrastructure
Forum with the purpose of developing deep
partnerships that will facilitate integration of
innovative academic and commercial efforts to
design, develop, and build cyberinfrastructure.
Cyberinfrastructure ultimately will be evaluated not by the success of its vision, but by the
success of the infrastructure that is delivered to the
user and the enabling of cyberscience. The Core
response allowed SDSC to develop a thoughtful plan of action to build and deliver key services, infrastructure, and innovations that will
contribute to the ultimate success of cyberinfrastructure, and to focus in on the critical
areas of applications, software and services,
databases and data technologies, networking

and grids, and high performance computing
and storage.
Cyberinfrastructure is a long-term commitment for NSF, SDSC, NCSA, PSC, ETF, and
a broad community of collaborators, end-users,
process-builders, scientists, engineers,
researchers, and educators who can benefit
from the implementation of this transforming
vision. It will not happen without strategic
planning, coordinated effort, resources, and
commitment. In this issue of enVision, we
inaugurate SDSC’s initial “official” activities as
a Cyberinfrastructure Center. With these activities and other critical enablers, the cyberinfrastructure vision holds the promise to achieve
the potential of the Information Revolution,
and to transform science and engineering in
our time. 

ALEX PERRYMAN, JUNG-HSIN LIN, ANDREW MCCAMMON, UCSD

SDSC cyberinfrastructure enables detailed
molecular dynamics simulations of drugresistant HIV protease, helping scientists
identify a potential mechanism for the
growing resistance of mutant HIV strains to
today’s most effective AIDS drugs. Such
simulations also help researchers find
potential new drug targets.
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hit hardest under various scenarios of large earthquakes, and the ground
velocities that can be expected to shake buildings and infrastructure.

BIG SIMULATION
“The TeraShake simulation is the fulfillment of a dream we’ve had
for over ten years,” said Minster. Previous simulations of Southern
California have been limited to smaller domains and coarser resolutions,
and advances in both supercomputers and related data technologies
made the current simulation possible. “If we want to be able to understand big earthquakes and how they will impact sediment-filled basins,
and finally structures, we need as much detail as possible,” said Minster.
“And this means massive amounts of data, produced by a high-resolution model running on the biggest supercomputer we can get, and this
can only be done at a facility with the combined data and computing
resources of SDSC.”
The geographic region for the simulation was a large rectangular volume or box 600 km by 300 km by 80 km deep, spanning Southern
California from the Ventura Basin, Tehachapi, and the southern San
Joaquin Valley in the north, to Los Angeles, San Diego, out to Catalina
Island, and down to the Mexican cities of Mexicali, Tijuana, and
Ensenada in the south.
To model this region, the simulation used a 3,000 by 1,500
by 400 mesh, dividing the volume into 1.8
billion cubes with a spatial
resolution of 200 meters on
a side, and with a maximum
frequency of 0.5 hertz—the
biggest and most detailed
simulation of this region
3-D
to date. In such a large
visualization
simulation, a key chalof y-velocity,
lenge is to handle the
displaying this cross-fault
enormous range of length
velocity component
scales, which extends from
throughout the simulation volume
200 meters—especially
important near the ground for one point in time. With the
simulated rupture moving north to south, the highest
surface and rupturing
velocities (light green and yellow) are found near the
fault—to hundreds of
southern portion of the San Andreas fault.
kilometers across the
entire domain.
Another task was to prepare accurate input data for the domain.
These inputs included the San Andreas fault geometry, and the subsurface 3-D crustal structure based on the SCEC Community Velocity
Model. Seismologist Steven Day, professor of geological sciences at
SDSU, provided the earthquake source, modeling the fault rupture as a
60 second duration slip, scaled down from the 2002 magnitude 7.9
Alaska earthquake on the Denali fault. In the future, the researchers
plan to integrate a physics-based spontaneous fault rupture model to
initiate the simulation.
Using some 18,000 CPU hours on 240 processors of the new 10 teraflops IBM Power4+ DataStar supercomputer at SDSC, the model
computed 20,000 time steps of about 1/100 second each for the first 220
seconds of the earthquake, producing a flood of data.

DATA CHALLENGES
“The TeraShake team faced unprecedented issues of data management,” said Moore. “The simulation generated so much data—47 terabytes in some 150,000 files—and so rapidly that it pushed the envelope
of SDSC’s capabilities.” Dealing with this data deluge required the
efforts of the High-End Systems and Scientific Applications groups as
well as the Data Grids Technologies group at SDSC to transfer the
data, first to the disk-based Global Parallel file system, GPFS, and then
to SDSC’s archival tape storage—and moving it fast enough at 100

www.sdsc.edu

megabytes per second to keep up with the 10 terabytes per day of simulation output.
This massive data collection, a valuable resource for further research,
was then registered into the SCEC Digital Library, which is managed by
the SDSC Storage Resource Broker (SRB). The collection is being
annotated with simulation metadata, which will allow powerful data discovery operations using metadata-based queries. In addition, each surface and volume velocity file was fingerprinted with MD5 checksums to
preserve and validate data integrity. Data access, management, and data
product derivation are provided through various interfaces to the SRB,
including Web service and data grid workflow interfaces.
The TeraShake simulation is also part of a larger SCEC scientific
program with data collections currently totalling 80 terabytes. To support research on this scale, SDSC is working to provide efficient online
access to the growing SCEC data collections archived at SDSC.

COMPUTATIONAL CHALLENGES
“The large TeraShake simulation stretched SDSC resources across
the board, facing us with major computational as well as data challenges,” said Nancy Wilkins-Diehr, Manager of Consulting and
Training at SDSC.
To simulate the earthquake, the scientists used the Anelastic Wave
Model (AWM), a fourth-order finite difference code developed by Kim B. Olsen, associate professor of
geological sciences at SDSU,
that models 3-D velocity in
the volume and surface of the
domain. To enhance the code
so it could scale up and run
P
on
the very large mesh size of
U
O
N GR
LIZATIO
VISUA
1.8
billion
points, and with
C
S
D
CME, S
SCEC/
large memory allocation, SDSC computational experts Yifeng Cui, Giri Chukkapalli, and
others in the Scientific Applications Group worked closely
with Olsen and the other scientists who developed the AWM model.
To successfully “build bridges” between the earthquake scientists and
SDSC resources, the SDSC staff made use of their multidisciplinary
expertise, which includes degrees in scientific and engineering disciplines, combined with extensive experience in the intricacies of today’s
parallel supercomputers.
For a large run such as TeraShake, new problems tend to emerge
that are not significant in smaller scale runs. It took months of effort by
the SDSC researchers and 30,000 allocation hours to port the code to
the DataStar platform and resolve parallel computing issues, testing, validation, and performance scaling related to the large simulation.
SDSC’s computational effort was supported through the NSF-funded SDSC Strategic Applications Collaborations (SAC) and Strategic
Community Collaborations (SCC) programs. “TeraShake is a great
example of why these programs are so important,” said Wilkins-Diehr.
“Allowing us to develop close collaborations between the computational
scientists who use SDSC’s supercomputers and our computational
experts is crucial to achieving new science like TeraShake.” The effort
will also provide lasting value, with the enhanced AWM code now available to the earthquake community for future large-scale simulations.

BIG COLLABORATION
“TeraShake owes its success to the enthusiastic teamwork over a
number of months among groups with very different skills—
seismologists, computer scientists, the computational experts in SDSC’s
Scientific Applications Group, the storage, HPC, and visualization
groups at SDSC, and many others,” said Marcio Faerman, a postdoctoral researcher in SDSC’s Data Grids Technologies group who coordinated the team at SDSC. “These activities are not always visible, but they
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are essential.”
For example, researchers from SIO provided the checkpoint
restart capability, executed cross-validation runs, and helped
define the metadata. SDSC’s Scientific Applications Group and
High-End Systems Group executed DataStar benchmarks to
determine the best resource configuration for the run, and scheduled these resources for the simulation. The Data Grids
Technologies group, which develops the SDSC SRB, designed
and benchmarked the archival process. Steve Cutchin and Amit
Chourasia of SDSC’s visualization group labored long and hard to
produce high resolution visualizations, including movies, of how
the earthquake waves propagated, even while the simulation was
still running. This helped the scientists ensure that the simulation
was producing valid data and produced dramatic views of the
enormous energy that may strike areas near the San Andreas fault
during the “big one.”

EARTHQUAKE SCIENCE

SCEC/CME, AMIT CHOURASIA AND REZA WAHADJ SDSC

The long term goal of SCEC is to integrate information into a
comprehensive, physics-based and predictive understanding of
earthquake phenomena. TeraShake is an important step forward
Offset in fenceline in this photograph from 1906 San Francisco
in this process, and the researchers presented the simulation
Earthquake shows 8.5 feet of horizontal displacement across the San
results at the recent SCEC Annual meeting, attended by nearly
Andreas fault produced by the earthquake. Such earthquakes result
400 of the best earthquake seismologists in the country and world.
from accumulated tension as the Pacific tectonic plate continually
“This is a very tough audience,” said Minster, “and they positively
moves northwest at several centimeters per year with respect to the
loved the TeraShake results—many scientists who had been skepNorth American plate. When the tension exceeds the rock’s breaking
tical of large-scale simulations came to us using words like ‘fantaspoint, the two sides of the fault abruptly slip past each other.
tic,’ and ‘amazing.’”
Seismologists see the TeraShake results as
very valuable. “Because the TeraShake simulation is such high resolution, we can see things
we’ve never seen before,” explained Minster.
“For example, we were surprised to see that
the strong shaking in the Coachella Valley
made it behave like a secondary earthquake
source, and despite the southward-moving
rupture, it reflected waves back northward to
shake Los Angeles.”
The earthquake research community is
enthusiastic about making use of the capabilities demonstrated in TeraShake. “Many want
to participate, they want the movies of
TeraShake on the Web, and many want to
know how to get the archived output to use in
further research,” said Minster. “Others want
to team up for new simulations.”
In the near future, the researchers plan to
run multiple scenarios at the same resolution,
for example, having the fault rupture from
south to north, instead of north to south as in
the first TeraShake run. Eventually, the scientists would like to be able to extend the simulations to even higher resolution to more accurately model the intricate details and higher
frequency shaking of earthquakes, which
affects structures.
But even doubling the spatial resolution
Velocity of ground surface motion in the cross-fault direction, indicating the strong shaking generated by the magnitude 7.7
simulated earthquake. Blue-green color indicates motion toward the southwest and red-yellow motion toward the northeast. The from 200 to 100 meters, for example, will produce eight times the spatial data, along with
velocity shown is halfway through the simulation at 10,000 timesteps, 110 seconds after the earthquake begins.
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SCEC/CME, SDSC VISUALIZATION GROUP

twice as many time steps, for a total of 16 times more information—in the range of 800 terabytes. This exceeds the current
capabilities of even the large resources of SDSC. And scaling
the code to run in larger simulations will require additional
efforts from SDSC’s computational experts. These challenges
will drive future cyberinfrastructure growth to support such
simulations with one to two petabytes of disk and with parallel
I/O in the gigabyte per second range so that researchers can
access and compute with these massive and fast-growing collections.
“Beyond TeraShake, expanding our capability to handle
large simulations and data at SDSC is useful for other largedata simulations such as ENZO, an astrophysics simulation of
the early universe, as well as data-intensive analyses of observed
data collections like the multi-terabyte all-sky image collections
of the National Virtual Observatory,” said Moore. TeraShake
demonstrates SDSC’s capabilities as a leading site for end-toend data-intensive computing, and is expected to encourage
more researchers to explore how far the capabilities have grown
to support their own large-scale computational and data problems.
In addition to SDSC, IGPP, USC, and ISI, other institutions taking part include San Diego State University (SDSU),
the University of California Santa Barbara (UCSB), and
Carnegie Mellon University (CMU), along with the
Incorporated Research Institutions for Seismology (IRIS) and
the US Geological Survey (USGS), which participate in the
SCEC/CME Project. 

SCEC Community Modeling Environment:

www.scec.org/cme/
REFERENCE

Jordan, T. H., and P. Maechling, The SCEC Community
Modeling Environment—An Information Infrastructure for
System-Level Earthquake Science, Seismol. Res. Lett., 74, 324328, 2003.

Top: Maximum velocity reached for each surface location during the TeraShake
simulation, with red indicating higher velocities exceeding 50 centimeters per
second. The geographic region is a rectangular volume 600 km by 300 km by 80
km deep. The simulation used a 3,000 by 1,500 by 400 mesh, dividing the region
into 1.8 billion cubes 200 meters on a side.
Middle: Magnitude of the ground surface velocity for earthquake waves in
TeraShake simulation of magnitude 7.7 earthquake on the southern San Andreas
fault. Yellow indicates highest velocity, seen near the fault as the rupture moves
from north to south. Note the detailed wave structure, shaped by the region’s
complex 3-D crustal makeup. The simulation ran for more than four days on
SDSC’s DataStar supercomputer, producing an unprecedented 47 terabytes of data.
Bottom: Cross-fault or y-velocity, showing the intense back-and-forth shaking
produced by the simulated magnitude 7.7 earthquake, with blue-green color
indicating motion toward the southwest and red-yellow motion toward the
northeast. TeraShake research will advance basic earthquake science and
eventually help design more earthquake-resistant structures.
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by Mike Gannis

A

new star appeared above the information technology
horizon this year, when the San Diego Supercomputer
Center (SDSC) deployed its latest data-oriented computer resource for the national research community.
DataStar is an IBM Power4+ supercomputer with more
than 10 teraflops—10 trillion floating-point operations per second—
of peak processing power. This major addition to the nation’s cyberinfrastructure supersedes Blue Horizon, a previous-generation IBM
system with about one-sixth the new machine’s power, which had
been SDSC’s scientific computing workhorse for the past four years.
And DataStar already has produced solid research results for the user
community.
“DataStar is the first supercomputer targeted to today’s high-end
data science users, and it is already making history,” said SDSC
Director Fran Berman. “We worked closely in partnership with users
to develop a configuration maximized for I/O bandwidth, cache,
disk access, computational power for data-oriented simulation and
analysis, and other key data science capabilities. This partnership is
paying off—many of our users are telling us that DataStar is the best
resource in the world for their large-scale data science codes.”

THE GOAL OF A NEW MACHINE

A New Star for

SDSC has migrated to the IBM eServer pSeries infrastructure of
Power4+ systems to provide teraflops-scale performance, multiprocessing scalability, and the ability to handle large jobs that demand

ALAN DECKER

SDSC’s DataStar Supercomputer
Tackles Tough Problems from
Molecules to Galaxies
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FROM INFINITESIMAL ...
Most biochemical reactions occur in solution or at interfaces
between lipid bilayers and aqueous phases. Andrew McCammon and
the biomolecular researchers of his group at UC San Diego study these
reactions using principles of statistical mechanics, classical and quantum
mechanical models, and homology models of proteins to gain insight
into functions of biological macromolecules. Their research focuses on
rational drug design, molecular simulations, and questions in structural
biology, and their simulations and analyses are extremely computeintensive.
McCammon and his associates number among the most assiduous
users of SDSC’s computing resources—their first allocation of computer
time at the Center was in 1986 on the Cray C90. The decision to enlist
the McCammon Group in DataStar’s shakedown testing was a natural
one. Several research projects already have published significant results.
Molecular Dynamics Simulations for HIV and Alzheimers Drug
Design. Donald Hamelberg is conducting large-scale molecular dynam-
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RICHARD LAW, UCSD

huge amounts of memory. Rated at 10.4 teraflops of computing power,
DataStar is especially well-suited for handling data-intensive computing
tasks of many different types. Based on 1,760 IBM Regatta Power4+
processors, DataStar incorporates 176 p655+ processor modules and 11
p690+ modules and a total of 3,840 gigabytes of RAM. A new, top-ofthe-line High-Performance Switch system gives the processors exceptionally good access to system memory. DataStar runs the Linux-compatible AIX 5L operating system.
“The unique flexibility of DataStar comes in part from a mix of
large and small compute nodes that make it possible for users to perform different kinds of computations within a single highly connected
system,” said Phil Andrews, SDSC’s Program Director for High-End
Computing. “IBM’s pSeries supercomputers are true systems for capability computing, as opposed to loosely coupled clusters.”
SDSC serves the national community of scientific researchers
through the National Resource Allocations Committee process and
other allocations of the Core Cyberinfrastructure program funded by
the National Science Foundation. A portion of DataStar’s processors
also are available by separate allocation through the NSF’s TeraGrid
program, in which an ultrafast network links resources at nine sites
across the nation into a coherent grid computing infrastructure for
open scientific research.
The new system’s name was chosen to match its capabilities—
DataStar is designed to host high-end, data-oriented computations.
Modern data collections in medicine, astronomy, physics, and other
research fields can easily reach terabyte scale—trillions of bytes—and
will grow by a factor of 1,000 to petabytes in the near future. But most
high-end computers have a “data transfer bottleneck”—they typically
are not configured to move very large data sets into and out of the
machine before, during, or after a program run. This has been a recurring problem at supercomputing sites for scientists who need to extend
their simulations and analyses to the largest scales and to huge data sets.
To help data-intensive users, DataStar is integrated with SDSC’s
Storage Area Network (SAN) to provide 500 terabytes of online disk;
SDSC’s six-petabyte capacity High Performance Storage System (HPSS)
is linked to the system for archival storage.
“DataStar was designed to overcome the data transfer bottleneck,”
Andrews said. “This enables us to provide a research resource that for
now is pretty much unique.”
DataStar has been in full production mode since April 2004, but
selected users have been running programs since the beginning of the
year as part of the system’s shakedown and debugging process. The first
scientific payoffs are already in, due in part to the easy migration path
from Blue Horizon—researchers were able to port their code packages
from one machine to the other with relatively little effort.

The internal surface of a model of the M2 helices that make up the pore of the pentameric
nicotinic acetylcholine receptor.
ics simulations to develop improved methods for rational drug design—
using computer simulations to supplement or replace costly lab procedures, potentially saving money and lives in the slow and expensive
process of drug discovery.
Hamelberg currently heads the list of SDSC’s top users of computer
time, investigating the transitions between configurations of protein
molecules—previously working on Blue Horizon, now on DataStar.
The dynamic evolution of many molecular systems occurs through a
series of rare events as the systems cross high free-energy barriers to
move from one potential energy minimum to another, which prevents
them from being simulated directly using molecular dynamics techniques. Hamelberg has developed an efficient method to simulate the
energy barrier transition, and is using it to study the conformational
sampling of HIV-1 protease and the phosphorylation induced cis/trans
proline isomerization of a serine-proline motif that is involved in many
regulatory pathways and implicated in Alzheimers disease. Unlike ordinary molecular dynamics simulations, Hamelberg’s accelerated molecular dynamics method enables researchers to observe proline motif transitions between conformations; the statistical thermodynamic properties
that result are consistent with experimental values.
“In the case of the HIV-1 protease, it turns out that conformational
transitions are enhanced, leading to flap opening and closing events,”
Hamelberg said. “The flap movement of the HIV-1 protease is important in understanding its function, since the flap is the ‘gate’ of the
active site.” The results from the HIV-1 protease simulations will be
used in a drug discovery project.
The Acetylcholine Receptor. Richard Law and other McCammon
Group researchers are running DataStar simulations of the operation of
the acetylcholine receptor, which works on synapses (nerve-to-nerve or
nerve-to-muscle communications); acetylcholine binds to a specific
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ROBERT KONECNY, UCSD

Swelling of the CCMV capsid plays a significant role in viral
disassembly and the release of genetic material into the
target cell.
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equation, to obtain the electrostatic potentials
of a CCMV capsid in its normal (“native”)
and infective (“swollen”) states. The capsid’s
electrostatic properties were evaluated using
multigrid techniques as implemented in the
APBS software package.
Analysis of the calculated electrostatic
potentials indicates that a strong electrostatic
repulsion at calcium binding sites in the
CCMV capsid is the driving force for the capsid swelling process. A paper has been submitted to the journal Proteins: Structure, Function,
and Bioinformatics. Konecny also has created
an animated visualization of the capsid
swelling process.
“We have seen speedups of roughly five
times for the code on DataStar compared to
Blue Horizon,” Konecny said. “The calculations are both CPU/memory and I/O intensive, and write thousands of files, each 10 to 50
megabytes in size.”

MARK KRURMHOLZ, UC BERKELEY

receptor molecule. They are performing
molecular dynamics simulations, working with
new structural information for the receptor.
Law conducted steered molecular dynamics
simulations on DataStar to investigate the ion
conduction properties and changing geometry
of the ion-conduction channel in the pentameric nicotinic acetylcholine receptor molecule. Law and McCammon have submitted the
paper “Investigation of Ion Conduction
through the Nicotinic Receptor Pore Using
SMD with Multiple M2 Models” to the
Biophysical Journal. He now is running a simulation to explore the dynamics of a complete
nicotinic receptor structure.
Viral capsids. Assembly and disassembly of
the capsid, the protein shell that encloses the
DNA or RNA of a virus, are essential steps in
the virus life cycle. Experimental evidence
shows that CCMV particles—units of the
Cowpea Chlorotic Mottle Virus, a standard
subject for virus research—swell under certain
specific conditions, and this swelling process
plays a significant role in viral disassembly and
release of genetic material into a target cell.
Robert Konecny and others have been using
DataStar simulations to investigate how electrostatic interactions affect the swelling process.
Konecny has made several runs involving
1,000 or more processors on DataStar to find
numerical solutions to the Poisson-Boltzmann

... TO ASTRONOMICAL ...
Richard Klein, Christopher McKee, and
their students and postdoctoral associates in
the UC Berkeley Astrophysical Fluid
Dynamics Group also are longtime heavy users
of SDSC’s computational resources. They have
investigated formation of low-mass and highmass stars, shock-cloud interactions, the evolution of supernova remnants, accretion onto
compact objects, and similar astrophysical phenomena that involve the behavior of gas in the
interstellar medium and require high-resolution computation for accurate modeling. Their
advanced simulations using Adaptive Mesh
Refinement (AMR) methods include various
complicating physical effects, such as magnetic
fields, self-gravity of masses of gas, and radiative energy transfer.
Realistic Models of Gas Accretion.
“Accretion of background gas by a relatively
small object is an important phenomenon in
astrophysics, and it occurs at size scales ranging
from black holes in the centers of galaxies to
stars, protostars, and smaller objects that gather matter from stellar winds, gas clouds, or the
interstellar medium,” explained astrophysicist
Mark Krumholz. “Bondi, Hoyle, and Lyttleton
formulated the general theory of how the
process works back in the 1940s and 50s, but
they dealt with a very idealized case. Real
astronomical objects are complicated and
messy, and can only be dealt with realistically
by advanced numerical simulations.”
Krumholz, Klein, and McKee used
DataStar to model the 3-D case of accretion
with vorticity, in which the gas has regions
that whirl or rotate. For cases with both small
and large vorticity, they confirmed the findings

Simulation results for accretion onto a compact object of a
3-D fluid with vorticity. The plots show slices through the
origin in the xy and xz planes; color indicates density, and
the arrows indicate velocity. Inclusion of vorticity in the
model leads to effects that resemble accretion disks.

of earlier 2-D simulations that even a small
amount of vorticity can substantially change
both the accretion rate and the shape of the
gas flow lines, and that the 3-D flow field is
non-axisymmetric and time dependent. The
reduction in accretion rate is due to an accumulation of circulation near the accreting
object—in other words, the formation of an
accretion disk or ring similar to the fat tori
inferred to exist around black holes in galactic
centers. Their paper, “Bondi Accretion in the
Presence of Vorticity,” has been accepted for
publication in the Astrophysical Journal.
Star Formation. In 1994 the Berkeley
researchers pioneered the use of multi-dimensional AMR hydrodynamical techniques in
astrophysics, in a study of the interaction of
supernova blast waves with interstellar clouds.
The group has continued to extend this area of
inquiry.
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Astrophysics researcher Robert Fisher, currently at Lawrence Livermore National
Laboratory, is working with the Berkeley
group on two projects. One effort is to establish the realm of validity of smoothed particle
hydrodynamics simulations for star formation.
The numerical simulations were performed on
DataStar earlier this year, and a paper has been
submitted for journal publication. “In all likelihood, this paper will cast doubt on some 60
to 70 papers published over the last seven years
by star formation researchers using smooth
particle hydrodynamics in Europe, the United
States, and Japan,” said Fisher.
Fisher’s second research effort in collaboration with Klein and McKee on DataStar concerns the application of AMR simulations to
modeling turbulent low mass star formation. A
paper with results from this effort is being submitted to an astrophysics journal.
Klein, Krumholz, and Fisher all commended SDSC User Services Group members Amit
Majumdar, Dmitry Pekurovsky, and Nancy
Wilkins-Diehr for being “especially helpful” in
assisting the Berkeley Astrophysical Fluid
Dynamics Group with running the complex
simulations on DataStar and Blue Horizon.

... AND BEYOND
Astrophysicist Michael Norman and his
research group at UCSD have calculated the

distribution of visible matter—galaxies,
quasars, and gas clouds—inside a cube-shaped
volume 248 million light-years on a side in the
world’s most complex scientific simulation of
the evolution of the universe ever performed.
Norman made two runs of his “Enzo” cosmology code package during DataStar’s shakedown period. His “Gigacube” run tracked
more than a billion particles of dark matter
and performed real gas hydrodynamics calculations in a simulation volume 1,024 cells on a
side (more than a billion cells) for more than
three billion years of simulated time. A second
“Little Big Cube” simulation was an extremely
detailed look at 0.5 percent of the full volume
of the Gigacube, with much smaller time steps
as well as finer spatial detail.
The simulations start only 30 million years
after the Big Bang, when the universe was a
uniform sea of hydrogen and helium gas and
dark matter; over time, irregularities in density
of about one part in a thousand are amplified
by the action of gravity to form clusters of
galaxies in enormous sheets and strings separated by immense voids. The point is to simulate the “Lyman alpha forest,” the thicket of
spectral lines that astronomers see when they
look at very distant quasars through intervening gas clouds and galaxies at different distances and red shifts. This effect begins about
100 million years after the Big Bang.

MICHAEL NORMAN, UCSD; AMIT CHOURASIA, SDSC

“We do huge data dumps during the processing,” said astrophysicist Robert Harkness
of SDSC’s Scientific Computing group, who
adapted the Enzo code to DataStar. “During
the Little Big Cube simulation Enzo made 300
data dumps of 108 gigabytes each—more than
32 terabytes of raw data, generated in ten
“chunks” of several hours each.” The Gigacube
simulation generated approximately 16 terabytes of raw data. Since then both datasets
have approximately doubled in size as a result
of post-processing analyses.
“SDSC is the only place in the world at
this time where this simulation can be done
and the scientific content can be analyzed,
because of the investment SDSC has made in
data management technology,” Norman said.
The simulation results are serving as a
source of data for research papers by Norman’s
group and by other astrophysicists across the
nation. The agreement between simulations
and telescopic observations of distant objects
provides a “reality check” on astrophysicists’
theories of the origin of the universe and the
formation of stars and galaxies. As simulations
improve, scientists are able to refine their theories—for example, in the past five years the
comparison between theories and observations
has enabled astrophysicists to date the Big
Bang to 13.7 billion years ago, to an uncertainty of only a few percent.
The first paper has already been accepted
for publication in the Astrophysical Journal.
“Cosmological parameters σ8, the baryon density Ωβ, the vacuum energy density ΩΛ, the
Hubble constant and the UV background
intensity from a calibrated measurement of
HI Lyman α absorption at z = 1.9” by UCSD
astrophysicist David Tytler and his associates
weighs theory against reality by comparing the
spectra of 77 quasars to Enzo’s Lyman alpha
forest. 

SDSC Resources for
High Performance Computing:

www.sdsc.edu/Resources
Berkeley Astrophysical Fluid
Dynamics Group:

astron.berkeley.edu/
~cmckee/bafd
McCammon Group:

mccammon.ucsd.edu
UCSD CASS:
Filament structure of gas clouds and galaxy clusters in the early universe, from an Enzo simulation performed on DataStar.
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SDSC Technologies
in the Classroom

SDSC
Helps
Students
Make
Beautiful
Music
Storage Resource Broker
Harmonizes Music
Education in SDSU
EdCenter Project

by Paul Tooby

B

ringing leading-edge technologies
into the university classroom,
Faculty Fellows of the Education
Center on Computational Science
and Engineering (ECCSE or “EdCenter”) at
San Diego State University (SDSU) are pursuing projects that rely on advanced cyberinfrastructure from the San Diego Supercomputer
Center (SDSC) at UC San Diego.

MAKING BEAUTIFUL MUSIC
Professor Mitzi Kolar, director of the graduate degree program in piano pedagogy at
SDSU, has worked with EdCenter staff to
develop the Web-based “Music Grader
Administrative Tool” for evaluating students’
piano proficiencies. The tool uses SDSC’s
Storage Resource Broker (SRB), a powerful
data management tool, to help the instructor
keep track of literally thousands of MIDI
(Musical Instrument Digital Interface) sound
recordings made by students.
Since the piano program is a requirement
for all SDSU music majors and minors, it has
an extremely high enrollment, explains Kolar.
“With around 120 students taking four performance exams per semester, each exam with
half a dozen parts on different musical skills
like improvisation, performance, and technique, this means that we have to do four or
five thousand evaluations per semester.” The
challenge of tracking and grading all these performances is what led Kolar to the EdCenter,
where she worked with the team to develop
the first Faculty Fellow project in the fine arts.

As a result, Kolar is now using advanced technologies to make this large-scale evaluation
process more feasible.

PUTTING TECHNOLOGY IN THE CLASSROOM

MITZI KOLAR, SDSU EDCENTER

SDSU’s EdCenter, funded primarily by the
National Science Foundation (NSF), initiated
the Faculty Fellows program in 1998. The program is designed to help faculty members discover and implement applications of modern
cyberinfrastructure and computational science
in undergraduate curricula. The program supports up to six professors per year, providing
time and expert assistance from the EdCenter’s
team of educators and developers. Fellows are
selected for one semester, but most continue
for a full year. At the end of each semester, the
Fellows present their projects to an audience
that includes SDSU administrators and
department chairs.
“In the first phase, university faculty learn
specific options for using advanced technology
in education,” said Kris Stewart, director of
the EdCenter. “As the faculty get up to speed
on the technology and our information technology staff collaborate with them, the educators are able to take advantage of the power of
SDSC technologies in their teaching.” Not
only does this benefit the faculty involved, it
also demonstrates for other faculty the power
and promise of advanced technologies, Stewart
noted.
Jeff Sale, EdCenter staff scientist, explained
that the Faculty Fellows program addresses the
problem that many faculty members have no
idea who to ask for help in exploring and
implementing advanced technologies in undergraduate education. “The strengths of the
EdCenter’s interdisciplinary approach are that
it gives faculty the support they need to try
out new ideas for using technology in their
teaching, and at the same time provides computer science students with invaluable opportunities to gain hands-on experience as they
collaborate with the faculty.”

BUILDING STUDENT CONFIDENCE

Professor Mitzi Kolar, director of the graduate degree program in piano pedagogy at SDSU, with students. To handle thousands
of piano evaluations annually, the students perform their evaluation pieces on Roland digital pianos and save them as standard
MIDI files, which are stored in a SDSC SRB collection as part of the EdCenter-developed Music Grader Administrative Tool, and
then evaluated by the instructor.
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Faculty who participate in the program
often find that there are benefits beyond simply increasing efficiency, and that new technologies can change education for the better.
For example, traditionally piano students have
taken their exams by playing pieces while the
instructor listens. In addition to the scheduling
limitation that requires both student and
instructor to be present, it can be difficult for
students with performance anxiety to have the
instructor looking over their shoulder.
The new evaluation system that Kolar and
the EdCenter staff have developed relies on
piano labs equipped with 26 Roland digital
pianos and iMac computers. Students play
their pieces on the digital pianos and save their

www.sdsc.edu

exam performances as standard MIDI files.
Since “practice makes perfect,” they can do the
evaluation several times until they get a great
performance, and complete this in the “privacy” of their headphones, reducing performance
jitters. Once a student has completed the evaluation to their satisfaction, they transfer the
MIDI files to the instructor’s Macintosh computer.
When the files reach the instructor’s Mac,
they are stored in the SRB collection, which is
running under Mac OS X in the music lab.
Here the evaluation files can be flexibly
accessed and displayed by the instructor
through the Web interface to the SRB developed by EdCenter student programmers Vahid
Pazirandeh and John Nguyen. Pazirandeh
commented that the SRB is versatile, running
on a variety of platforms, and well documented, which helped him use the Jargon
Application Program Interface (API) to customize the SRB for the Music Grader
Administrative Tool.
Using the Web interface, the instructor listens to each student’s file, completes the evaluation, and generates results, including individual comments, which can then be printed or

www.sdsc.edu

SDSU EDCENTER

Using the Web interface of the
SRB-based Music Grader
Administrative Tool, the instructor
can flexibly access and display
students’ evaluation MIDI files,
listen to them, complete the
evaluation, and generate, results
including individual comments,
which can be printed or e-mailed
to the student.

e-mailed to the student.
“We’re very pleased at the feedback from
student evaluations, which show that a majority of students prefer this new method of
recording their exams as MIDI files,” said
Kolar. “Not only does the SRB-based Music
Grader Administrative Tool relieve educators
from much of the drudgery of grading so that
they can spend more time on the needs of students, the students also felt that this new evaluation method reduced their stress levels and
helped them provide better examples of their
performance skills.”
As a result of experience gained, Kolar is
planning to seek support to apply artificial
intelligence tools to help extend the technology to automate grading of the more mechanical aspects of the piano pieces, such as notes,
rhythm, and timing.

SPREADING TECHNOLOGY
An interesting benefit of the Faculty
Fellows program is that many participants
such as Kolar are in non-science areas, so that
the computer science students collaborating in
these projects have to learn how to understand
diverse disciplines, their goals and terminolo-

gies, in order to be able to build usable interfaces and tools. “And that’s a great lesson,”
said Stewart.
The EdCenter is an Education, Outreach,
and Training project established on the SDSU
campus in 1997. The program is supported by
grants from the NSF and grants from the
SDSU Academic Affairs. EdCenter staff
include Jeff Sale, staff scientist; Kirsten Barber,
computer resource specialist and Oracle database administrator; Melody Hoolihan, administrative support; as well as a number of student programmers.
Stewart says she has been pleasantly surprised at how the program has attracted faculty
from a diversity of colleges within and beyond
the university. “Seeing these faculty from very
different areas learn from each other has taught
us an important lesson—working with these
new technologies can help educators bridge
across the disciplinary walls that often needlessly separate them.” 

SDSU EdCenter:

www.edcenter.sdsu.edu
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SDSC Technologies
Power SIOExplorer
Oceanography
Digital Library
Cyberinfrastructure
to Rescue Legacy Data
and Harvest
Shipboard Data
in Real Time

by Paul Tooby

DROWNING IN A SEA OF DATA
“SIOExplorer grew out of our need to rescue hundreds of old legacy
tapes of oceanographic data,” said Stephen Miller, head of the

Geological Data Center (GDC) at SIO. As storage technologies evolved
and staff retired, the data sets on these tapes were at serious risk of
becoming unreadable. While researchers were working on ways to preserve the data, they also realized that this was an important opportunity
to make the data more accessible. “Instead of someone having to come
to SIO or call and have us send them a tape copy,” said Miller, “we
found that while we were preserving the data, we could also vastly
increase its accessibility for scientists, and at the same time, make appropriate ‘views’ of the data available to educators, students, and others.”
The SIOExplorer project is also being driven by the momentous
changes taking place in both scientific publishing and library practice.
Libraries are struggling with the question of how best to fulfill their traditional role as repositories of copies of record for scientific and other
information, and publishers are wrestling with the changes brought
about by electronic publishing. At the same time, today’s interdisciplinary science requires that scientists have integrated access to a wide
range of data. In the midst of all this change, new publication models
and enhanced library services are arising, and the SIOExplorer project is
working to merge these components into a unified whole.
The first step for the SIOExplorer researchers was to build the shoreside system to rescue the at-risk legacy data, which consists of multibeam sonar data gathered continuously while oceanographic research
vessels are underway. The instrument captures a
swath of data approximately 25 km wide that
PROJECT LEADERS
profiles the bathymetry, or bottom shape, under
JOHN HELLY
SDSC/UCSD
the ship, filling in important gaps in oceanograS
TEPHEN
MILLER
phers’ knowledge of the sparsely-explored
SIO/UCSD
oceans. It is ironic, Miller explains, that we have
E. C. SCHOTTLAENDER
better maps of the surface of Mars than we do of BRIAN
UCSD Librarian
the bottom of much of the Earth’s oceans.
HUBERT STAUDIGEL
Greater knowledge of ocean bathymetry can
IGPP/SIO/UCSD
shed light on fundamental research questions
PARTICIPANTS
from plate tectonics and biodiversity to practical
DRU CLARK AND UTA PECKMAN
concerns such as charting the continental shelf
SIO/UCSD
of New Zealand to establish its Exclusive
ANTHONY KOPPERS
Economic Zone under the United Nations
IGPP/SIO/UCSD
Convention on the Law of the Sea, a task with
PETER BRUEGGEMAN, DEBORAH DAY,
SUSAN STARR, AND DAWN TALBOT
major economic and political ramifications.
UCSD Libraries
The process of ingesting SIO bathymetry
A
NDREW
CHASE
data from some 800 cruises over many
Monterey Bay Aquarium
decades—nearly three terabytes of data with
Research Institute
1,000 to 10,000 files for each cruise—was a
DON SUTTON AND TIFFANY HOUGHTON
daunting task for Helly and SDSC colleagues
SDSC/UCSD
DRU CLARK, SIO GDC

E

very day we hear of dramatic changes to our planet that involve
the world’s oceans, from accelerating climate change and collapsing fisheries to polluted coastlines. Such developments are
driving renewed efforts to better understand the Earth’s vast
expanses of ocean, which are challenging and costly to study.
These factors make oceanographers’ hard-won data all the more important to preserve and make available for future research. Now, San Diego
Supercomputer Center (SDSC) researcher John Helly and colleagues at
the Scripps Institution of Oceanography (SIO), the Institute of
Geophysics and Planetary Physics (IGPP), and the University Libraries
at UC San Diego have developed cyberinfrastructure to rescue legacy
oceanographic data that is in danger of being lost. And these same technologies have now matured to the point that they can efficiently capture
shipboard data in near-real time, speeding the research process.
As part of the SIOExplorer project, funded principally by the
National Science Foundation (NSF), this research has grown out of a
multidisciplinary collaboration that is building a modern oceanography
digital library with the aim of “bridging the gap” between shipboard
oceanographic data collections and digital libraries, bringing together in
a single Web interface unprecedented resources for inquiry-driven ocean
research and education.
Through a Java-based user interface called CruiseViewer,
SIOExplorer provides a powerful window into the richly diverse world
of oceanographic data, not only for scientists but also for educators, policymakers, and “K through gray” users. CruiseViewer gives searchable
Web access to a growing number of integrated data collections. These
include oceanographic data collected on Scripps expeditions, a
seamount catalogue developed at IGPP, as well as associated historical
documents from Scripps’ voyages of discovery in the SIO Archives,
UCSD Libraries, which place the research in context and bring the
human side of oceanography to life.
To capture oceanographic data for this library, Helly has designed an
end-to-end laptop-based system, “SIOExplorer in a Box.” This innovative system can seamlessly harvest, manage, catalog, and publish in a
digital library, the scientific data gathered on oceanographic cruises, far
from shore-based support. To accomplish this, the researchers are applying SDSC-developed technologies, including Helly’s collection organization and metadata harvesting methods and the SDSC Storage
Resource Broker (SRB).



Communications technology, including SDSC data
technologies, has finally enabled research vessels to
be tightly integrated into shore-based laboratories. In
this example, the visualization of bathymetry, or
underwater topography data, was created remotely by
Dru Clark in a laboratory at SIO, using a shipboard
computer via satellite link, just as the ship was surveying
using sonar off Costa Rica. The scene is approximately
50 km across, with blue deeper and red shallower.
Visualization files from 22 years of detailed SIO seafloor
mapping are now managed and delivered with SDSC
technology through the SIOExplorer Digital Library.


The flagship of the SIO fleet, the R/V Roger Revelle,
has a gymbal-mounted satellite dish that links scientists
to the Internet. SDSC technologies have been tested at
sea, helping scientists span five decades of data
technology, which places unique demands on data
management and digital libraries
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Sutton and Chase. “The large volume of information, with the data on many types of tape
and other media, along with thousands of
pages of associated paper records—all organized in ad hoc ways—made an interesting technical challenge,” Helly explained. “To solve it,
we’ve developed a solution we call Canonical
Objects, which can also work for many different scientific disciplines, not only ocean science.” The system can capture large volumes
of scientific data, manage it with metadata,

preserve it, and catalog it to make it accessible
for reuse by scientists, educators, and others.

SHRINKING TECHNOLOGY
With substantial progress in the project,
the shoreside system is working well, and the
researchers have ingested terabytes of data as
they work their way through the massive
amounts of legacy data, preserving this irreplaceable information for future generations.
“We started out to build a shore-based sys-

tem that could rescue legacy oceanographic
data, as well as ingest data gathered on shipboard cruises in a post-processing phase,” said
Helly. “But then on a cruise on the Scripps
ship R/V Melville, it dawned on me that we
could package this architecture and put it right
on the ship.” This would push the technology
closer to the data source and make it a seamless part of data acquisition, rather than a later
post-processing step. So the researchers have
proceeded along two parallel paths, one of

CHRISTINA MASSELL SYMONS, SIOEXPLORER, SIO GDC.

View of the Pacific Plate as
it is deformed while being
subducted into the Tonga Trench, a
Ph.D. data synthesis by Christina Massell
Symons based on a decade of seafloor
mapping cruises. Prior to the SIOExplorer
Digital Library, built on SDSC technologies,
researchers had only limited access to this
data, but as of October 2004 data collections
from 455 cruises are available online in the
digital library.
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SIOEXPLORER, SIO GDC.

developing the shore-based post-processing
system to rescue legacy data, and the other of
integrating the technology as part of an
embedded shipboard system.
“One of the most satisfying things is that
in the course of building the shipboard data
system, we’ve been able to take the large,
shore-based system, which was tied to HPSS
and high-end Oracle databases and Web
resources at SDSC, and shrink the entire system down to the point that we can now put it
on a single laptop,” said Helly.
This lets the scientific data from the ship
flow directly onto the researcher’s laptop computer. One factor that helped make this feasible is today’s large, low cost hard drives. But
in order to make this “shrinking technology”
work, the researchers had to solve other problems. Recent developments in the SRB data
management system have meshed well with
the needs of the SIOExplorer project. Arcot
Rajasekar, director of SDSC’s Data Grids
Technologies group, integrated the open
source Postgres database into the SRB
Metadata Catalog (MCAT) architecture. And
Wayne Schroeder, a senior software engineer
with the SRB team, developed scripts to build,
install, and operate Postgres, the SRB MCAT,
and the SRB client/server software, greatly
simplifying the setup process and enabling scientists to get a quick start in managing their
data. With these developments, the SRB can
now be installed using free, open source software on numerous computer configurations.
“This makes it practical for the first time for
researchers to carry around an entire digital
library on their laptop, taking it anywhere
they need to collect or access data,” said Helly.
The seagoing data management system has
been tested on the SIO R/V Melville, the R/V
Revelle, and the New Zealand R/V Tangaroa,
with researchers able to preconfigure their digital library for a cruise and take the results of
previous cruises with them in searchable form.
The collaborative project has benefited
from contributions by UCSD graduate
Andrew Chase, now at the Monterey Bay
Aquarium Research Institute, Don Sutton of
SDSC, Stephen Miller, head of the Geological
Data Center at SIO, Dru Clark, UCSD student and ex-SDSC staffer now at the SIO
GDC, Uta Peckman, Staff Research Associate
of the GDC, professor Hubert Staudigel and
Anthony Koppers of IGPP, UCSD Librarians
Brian E. C. Schottlaender, Peter Brueggeman,
Deborah Day, Susan Starr, and Dawn Talbot,
as well as undergraduates Jenny Smith and
Sarah Aerni.
Much of the support for the SIOExplorer
project comes from the NSF National Science

CruiseViewer, the discovery portal into the SIOExplorer Digital Library of worldwide oceanographic data, images, and
documents, displays search results for detailed seafloor visualization objects in the Eastern Pacific. Results include dozens of
cruises, and clicking on an object allows interactive 3-D viewing for multiple purposes: sonar engineering quality control,
marine geological research, and educational outreach.

Digital Library (NSDL) program, envisioned
as becoming the world’s largest digital resource
for educational materials, which now includes
hundreds of collections nationwide. Additional
funding comes from an NSF Information
Technology Research (ITR) award, the NSF
Ocean Sciences program, and the Library
Services and Technology Act (LSTA).
Starting with the demanding initial challenge of rescuing legacy oceanographic data,
the researchers have developed “SIOExplorer
in a Box” into a flexible, mobile data management system. “From the beginning, we envisioned this as a general architecture that could
support data management in many disciplines,” said Helly. “As a next step, we’re
beginning to apply the same architecture in a
project to manage hydrology data.” In the
Consortium of Universities for the
Advancement of Hydrologic Science, Inc.
(CUAHSI) project, Helly and his colleagues

are supporting data management for a federated network of distributed hydrological observatories. The technology is also being applied
in the NSF GEON project building cyberinfrastructure for the geoscience. In the future
they plan to extend this promising architecture
into other scientific domains, giving scientists
a comprehensive tool that simultaneously
enhances their own research, interdisciplinary
collaborations, and education. 
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GEON Tools Reveal Earth’s Interior

T

ools developed in the NSF GEON project “Cyberinfrastructure for the Geosciences”
offer flexible views to help geoscientists better “see” into and understand the interior
structure of the Earth and the dynamics of earthquakes and crustal evolution. Not only
does this knowledge add to scientists’ basic understanding of the Earth, it can also ultimately
help solve practical problems, from land use planning to predicting and mitigating geological
hazards such as landslides. The image combines data on motions of tectonic plates and strain
rates where they meet and deform at boundaries, along with isosurfaces of higher velocity anomalies, typically associated with colder denser regions underlying continental interiors such as the
Canadian shield. SDSC coordinates the IT component of GEON, which has geoscience collaborators from 10 universities and a growing number of partners. See www.geongrid.org.
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