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Envisioning
Cyberinfrastructure’s
Future at SDSC

T

his past year, SDSC turned 21—a rite of passage and an opportunity
to celebrate an institution that has been called a “national treasure.” Today’s
SDSC is an acknowledged leader in data stewardship, preservation, and
technologies; cyberinfrastructure; and high performance computing expertise. It is
therefore an apt time to report on some of the most exciting activities at the end of
SDSC’s second decade, and begin to envision the next decade of advances, discoveries,
and contributions.
In this inaugural annual SDSC Research Advances we begin “envisioning the future” with what we believe best captures the
essence of this Center—cyberinfrastructure, particularly data cyberinfrastructure. When combined with human expertise and
large-scale computers, SDSC is considered a world leader in data cyberinfrastructure, providing 21st century tools for scientists and
engineers to discover new knowledge—using end-to-end collaborative environments for data integration, large-scale analysis and
simulation, data visualization and, lastly, dissemination and preservation of data-driven results.
SDSC Research Advances offers a brief but enlightening snapshot of some of these key issues and results being addressed by SDSC
resources and experts.
For example, few topics arouse as much concern today as global climate change and the energy challenge confronting our planet.
Two studies in this report put the spotlight on SDSC data cyberinfrastructure activities in these areas:
• In one study, a team of researchers conducted molecular simulations at SDSC to help better understand how cellulose is digested, a critical step toward improving the conversion of cellulose to ethanol—seen as a climate-friendly alternative to fossil
fuels. The resulting simulations provide step-by-step details giving new insights into changes taking place in a key enzyme as
it interacts with the cellulose surface.
• In a second study, a collaborative team including SDSC’s John Helly described the impact of free-drifting icebergs from the
Antarctic on the ecology of the ocean around them, and the potential role these may play in global climate change. The avalanche of diverse data from this survey was collected using the SIOExplorer-in-a-Box digital library system, based on SDSC
data technologies, and then stored at SDSC for access and analysis by scientists now and in the future.
Aside from monitoring and preserving the planet’s health, SDSC researchers and resources are being called on to improve human
health, as described in two other articles in this report. In one study, researchers at SDSC and UCSD described, for the first time, a
model for how a protein called alpha-synuclein can form a harmful, pore-like structure in human membranes—the kind of damage
found in Alzheimer’s and Parkinson’s disease. In a second study, a collaborative team led by researchers in the laboratory of
J. Andrew McCammon at UCSD describes a potential target for new drugs to combat what some worry may cause a world-wide
pandemic—bird flu.
SDSC Research Advances also points out how SDSC is using data cyberinfrastructure to support emergency responses, including
the highly successful “Safe and Well” website that connects friends and family during times of crisis such as hurricanes and tornadoes;
the establishment of wireless networks for San Diego’s firefighters; the creation of earthquake simulations “on demand;” and a first
line of defense against computer viruses and worms.
SDSC’s education department also is helping to narrow the “digital divide” in computer literacy—from a housing project in
Southeast San Diego to the Navajo Nation—to help provide opportunities for underrepresented groups to share the benefits of the
cyberinfrastructure revolution. Society’s complex problems require our best minds, using the latest tools, and at SDSC we’re striving
to make this happen.
We would like to acknowledge the outstanding staff at SDSC and our inspiring collaborators who work with us to continually
push forward the frontiers of knowledge. In SDSC Research Advances, we invite you, the reader, to share with us the excitement of
SDSC research and cyberinfrastructure.

Fran Berman
SDSC Director
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SDSC: Driving
Innovation at UCSD
and Beyond

I

f we as a nation are to remain economically competitive and successful,
we must continue to rank among the world’s leaders in research and innovation.
That’s the bottom-line message of several reports, including the widely quoted
study, “Rising Above the Gathering Storm: Energizing and Employing America for a
Brighter Economic Future.”*
Researchers are addressing the challenges of the 21st century with a broad array of
information and computational tools and capabilities. Today’s investigators work at
unprecedented levels of complexity and are conducting transformative research across disciplinary boundaries. Such research requires
a vibrant supporting cyberinfrastructure, which integrates software tools, supercomputers, data resources, networks, and human
expertise to address the increasingly complex challenges facing society.
SDSC is a leader in the innovation and delivery of advanced cyberinfrastructure which plays an essential role in UCSD’s research
enterprise. The Center is the nexus of a remarkable array of transformative partnerships at UCSD, in California, the nation, and beyond, and works with a diverse set of communities across the academic landscape. SDSC’s pioneering leadership in data technologies
and its deep expertise in today’s information and computational technologies provides the basis for new discoveries, advances, and
scholarship.
SDSC’s resources include the largest academic data center in the world—over 25 petabytes of storage—which allows the center to
host over 100 community collections of research data. SDSC’s unique partnership with the UCSD Libraries is providing a national
model for data stewardship in the Information Age.
In addition to the vital contributions SDSC makes to many specific projects, the Center’s efforts are highly leveraged through the
use of computational and cyberinfrastructure tools beyond their original projects. Some examples include the following:
• End-to-end supercomputer simulations, management of massive data collections, and scientific visualizations are yielding
valuable new research insights, from more accurate seismic hazard maps that can save lives and property and new vaccine targets to fight bird flu, to explorations of the early universe and more accurate and up-to-date information about the
world’s oceans.
• Infrastructure developed in the GEON “Cyberinfrastructure for the Geosciences” project has been adopted by more than
half a dozen projects in disciplines from earthquake engineering and ecology to archaeology.
• The Kepler scientific workflow system, originally developed with the ecology and genomics communities, has found applications across a wide range of other disciplines.
The remarkable discoveries and breakthroughs described in this SDSC Research Advances set the stage for the next generation of
breakthroughs powered by 21st century cyberinfrastructure. As you read about the advances enabled by SDSC this past year, I hope
you become as excited as I am about UCSD’s potential to contribute to even greater discovery in the future.

Arthur B. Ellis

Vice Chancellor for Research
UC San Diego

* A report from the Committee on Science, Engineering, and Public Policy (COSEPUP) of the National Academy of Sciences, the
National Academy of Engineering, and the Institute of Medicine.
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SDSC Highlights
Fran Berman Co-chairs
Blue Ribbon Digital Preservation Task Force
In the Information Age, digital data powers our work, entertainment and economy, and
helps shape the context of our daily lives. SDSC Director Fran Berman has been named
co-chair of an international Blue Ribbon Task Force on Sustainable Digital Preservation
and Access, funded by the NSF and the Andrew W. Mellon Foundation. The Library of
Congress, the National Archives and Records Administration, the Council on Library
and Information Resources, and the Joint Information Systems Committee of the
United Kingdom will also participate. “It’s critical for our society to have a long-term
strategic plan for sustaining digital data,” said Berman, a pioneer in data cyberinfrastructure. Berman and co-chair Brian Lavoie, a research scientist and economist in the Office
of Research with the OCLC Online Computer Library Center, Inc. will bring together a
group of national and international leaders representing a cross-section of fields and disciplines. The Task Force will produce a series of articles about the challenges and opportunities of digital information preservation, for both the scholarly community and the public.
In a final report, the Task Force is charged with developing a comprehensive analysis of
current issues and actionable recommendations for the future.

2007 Gordon Bell Prize Finalist
A team from SDSC, the National Center for Atmospheric Research (NCAR), and the
Lawrence Livermore National Laboratory (LLNL), was chosen one of four 2007 Gordon
Bell Prize finalists for performance improvements to the Weather Research and Forecasting
(WRF) model, an important community weather prediction code. Named for one of
the founding fathers of supercomputing, the Gordon Bell prize is considered by many
the top award in computational science. It is awarded to innovators who significantly
advance practical high-performance computing in one of several categories, with winners announced at the annual Supercomputing Conference each November. The SDSC/
NCAR/LLNL entry was chosen for improvements to the WRF code in speed of execution and achievements opening the way for a weather code simulation of greatly enhanced
accuracy to serve as a key benchmark for improving both operational forecasts as well as
basic understanding of weather prediction. The improved WRF code was run on the most
CPUs ever for this code—more than 65,000—on the world-leading Blue Gene/L system
at LLNL. Beyond the Gordon Bell competition, the performance innovations will be
relevant to other applications with the same performance profile in the petascale realm.

Simulations Point to Causes of Parkinson’s,
Alzheimer’s Diseases
Using the power of supercomputer simulations on SDSC’s Blue Gene Data supercomputer
and a Blue Gene machine at ANL, researchers are zeroing in on the causes of Parkinson’s
disease, Alzheimer’s disease, rheumatoid arthritis and other diseases. In a study published
in the April 2007 Federation of European Biochemical Societies (FEBS) Journal and featured
on the cover, lead author Igor Tsigelny of SDSC and colleagues describe for the first time
how a protein known as alpha-synuclein aggregates to form harmful ring-like pores in human membranes, the kind of damage found in Parkinson’s and Alzheimer’s patients. The
researchers also found that the destructive properties of alpha-synuclein can be blocked by
beta-synuclein—a finding that could lead to treatments for many debilitating diseases.
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“SciVees” Bring Science to the YouTube Generation
Science is coming to the YouTube generation with the advent of “SciVees” featuring video
and podcasts that supplement traditional peer-reviewed articles. The new Internet source,
appropriately dubbed SciVee, was launched September 1 as a collaboration between the
National Science Foundation and SDSC. “We expect to disseminate science to the widest
possible audience, thereby bringing the YouTube generation—who are the next generation
of leading scientists—the best science using a medium they have adopted and use on a daily
basis,” says Phillip E. Bourne, UCSD professor in the Skaggs School of Pharmacy and Pharmaceutical Sciences, who’s co-directing the project under an NSF Small Grant for Exploratory Research. The Public Library of Science will also facilitate development of SciVee tools
on its online peer-reviewed content. The underlying software for the project was developed
by Apryl Bailey, creative director for education at SDSC; J. Lynn Fink, research scientist at
UCSD; and former UCSD students Willy Suwanto, John Matherly, and Alex Ramos.

Supercomputing On Demand
Most supercomputer users must wait in a queue for their jobs to run, sometimes for a long
time. Now, users who require immediate access to supercomputing resources in emergencies such as earthquakes, or major storms like hurricanes or tornadoes, can turn to SDSC’s
new OnDemand supercomputer, designed to support “event-driven science.” For example,
Caltech computational seismologist Jeroen Tromp is using OnDemand to make movies of
Southern California earthquakes. Delivered in just 30 minutes, the movies track the waves
of ground motion that spread out from the quake’s epicenter, giving quick information to
the news media and public. Here’s how it works: Shortly after an earthquake strikes, data
from seismographs is collected and the job is automatically submitted to SDSC. Using a
special allocations system it is immediately allowed to run, and when the code launches,
any “normal” jobs running at the time are interrupted to make way for the on-demand
job. The OnDemand system is a Dell cluster running the SDSC-developed Rocks opensource Linux cluster operation software. The system also offers easy access to supercomputing resources to a much wider range of researchers through the Star-P platform, which
supports jobs created with applications such as MATLAB, Python, and R. By eliminating
the need to re-program these applications to run on parallel systems, programming that
took months can now be done in days, and simulation runs that took days on the desktop can now be done in minutes. For more information about Star-P and OnDemand
allocations, see the SDSC website.

Cyberinfrastructure for Ocean Observatories
The world’s oceans have traditionally been only sparsely observed from a handful of
expensive, moving ships. To expand knowledge of the oceans on a planetary scale for fields
from climate change to marine genomics and fisheries management, oceanographers are
building a global network of moored buoys or observatories, whose multiple instruments
will provide continuous data to fill in vital knowledge gaps. Researchers at Scripps Institution of Oceanography and Calit2 at UCSD, leveraging the cyberinfrastructure expertise of
SDSC, will design and build the cyberinfrastructure portion of the NSF Ocean Observatories Initiative. The initial $29 million award is for six years, with total funding up to
$42 million over the 11-year project. The cyberinfrastructure will transport real-time data
streams from a variety of ocean-dwelling sensors and instruments. The data will be made
available in real time to every researcher, teacher, and citizen. The “virtual” infrastructure
will also underpin the physical infrastructure of two related projects: a regional, cabled
network in the Northeast Pacific Ocean, and expanded coastal observing facilities.

www.sdsc.edu
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Hosting Library of Congress NDIIPP
Meeting on Digital Preservation
One of the most compelling problems of our generation is how to maintain and preserve the deluge of digital data which is becoming an increasingly critical part of how we
work, explore, learn, and live. In January a meeting of the Library of Congress’ partners
in the National Digital Information Infrastructure Preservation Program (NDIIPP) was
held at UCSD, hosted by SDSC and the UCSD Libraries. Speakers included Associate
Librarian for Strategic Initiatives Laura Campbell, who oversees NDIIPP; NDIIPP
program managers Martha Anderson and William LeFurgy; UCSD University Librarian
Brian Schottlaender; and SDSC Director Fran Berman. Both Library of Congress staff
and NDIIPP partners participated in in-depth discussions about digital data stewardship
and preservation, discussed the development of a preservation network through current
and future NDIIPP collaborations, and toured academia’s largest data center—SDSC’s
machine room—during the reception.

Helping Navajos Build an ‘Internet to the Hogan’
Navajos in the American Southwest, many of whom have never had access to a personal
telephone, will soon make a significant leap into the Internet Age, thanks in part to
resources and expertise provided by SDSC. A January “Internet to the Hogan” event held
at Navajo Technical College in New Mexico celebrated groundbreaking for the first tower
in a network of advanced wireless technology inspired by the High Performance Wireless
Research and Education Network (HPWREN) project. HPWREN partners include researchers at SDSC, Scripps Institution of Oceanography, and San Diego State University.
The “Internet to the Hogan” project is helping bridge the digital divide in the eastern
agency of the Navajo Nation, where traveling 10 miles to make a phone call is not uncommon. SDSC staff Jim Hale, Diane Baxter, and Apryl Bailey, who are working on related
education and wireless projects with Navajo Technical College, attended the ceremonies.
The project is building an extended mesh of wireless towers to offer broadband connectivity to 31 Navajo community centers, and eventually to schools, clinics, fire houses, homes,
and businesses across the reservation.

Pioneering NSF Graduate Education Program
Twelve graduate and two undergraduate students spent 10 weeks during the summer at
SDSC in a unique education program designed to build critical cyberinfrastructure skills
for the 21st century. Organized by the NSF directorates of Engineering and Biology, the
Cyberinfrastructure Experiences for Graduate Students (CIEG) program was hosted by
SDSC to develop a new generation of cyberinfrastructure-savvy researchers. The summer training at SDSC was tied to the students’ research interests, and was designed to
promote the ongoing use of high performance computing and related cyber tools in
students’ current Ph.D. research and later careers. Learning quickly, the students gained
valuable hands-on experience using SDSC resources with supervision by mentors from the
Scientific Computing Applications group who provided guidance with each student’s particular research questions. In addition to helping the students, the program in turn helped
SDSC staff gain greater insight into the nature of the computational problems that arise in
these research areas.
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User-Settable Supercomputer Reservations
For supercomputer users, having control over when their job runs provides great value in
planning research and meeting deadlines. SDSC staff have developed a service that allows
any user to reserve time themselves on the center’s machines, up to full machine runs.
Version 1.0 of the SDSC User Portal with the reservations system, which relies on the
Catalina Scheduler, is offered on SDSC’s DataStar and TeraGrid Cluster systems and provides more predictable access to NSF supercomputing resources. Through the portal, users
can quickly log in with either their TeraGrid or SDSC account and make a reservation,
ensuring predictable computing for a variety of uses such as: fast turnaround for multiple
short runs to debug a code; scheduling a window to reliably complete a full machine
run; running a job in conjunction with a scheduled event, such as observing time on an
electron microscope; or eventually, for co-scheduling across TeraGrid-wide resources. In
the future, the User Portal will offer other features including support for users to run jobs
and move files, access data and visualization portlets, and more. For more information go
to User Support on SDSC’s home page.

iRODS: Next-Generation Open-Source Data Grid
Managing the integration of data from widespread sources is a fundamental requirement
for today’s complex science and engineering research. SDSC’s internationally recognized
Data and Knowledge Systems group led by Reagan Moore has developed a new generation
of distributed data management technology that automates the application of management policies. The open-source system, iRODS—the Integrated Rule-Oriented Data
System—incorporates the management policies learned during nearly 10 years of developing the widely used SDSC Storage Resource Broker (SRB) technology. Specific policies
can be defined and applied for data grids, digital libraries, persistent archives, and real-time
data federation. The system can execute workflows that help users ingest their data, extract
descriptive metadata, move data efficiently, share data securely with collaborators, publish
data in digital libraries, and archive data for long-term preservation. Innovative features
include the expression of community and user-driven policies as rules that control the
execution of workflows, minimizing the labor needed to manage petabyte-sized collections
with millions of files. More information about iRODS, including software downloads,
documentation, and support is available at the iRODS website.

Partner of the Year Award for TeacherTECH
The SDSC TeacherTECH program, under the direction of Education Program
Coordinator Ange Mason, reaches educators across the greater San Diego area, helping
bring new technology tools and technology-enabled science concepts into the K-12 curriculum. In 2007 TeacherTECH was recognized with a Partner of the Year Award from
the San Diego Science Alliance. The TeacherTECH outreach program attracted more than
1,200 teachers from more than 150 area schools to workshops in 2006, and was expected
to grow to 1,400 participants in 2007, representing educators who reach as many as
200,000 students annually from San Diego County and nearby Baja California, Mexico.
The program helps reduce teachers’ barriers to using technology for learning and teaching
science. TeacherTECH’s technology tools, science, and math workshops are held regularly
in both academic year and summer training sessions, and are supported by an information-rich website and follow-up sessions to reinforce new technology skills and knowledge.
The model program is being adopted by other sites in the TeraGrid. For more information
see SDSC’s Education Department website.

www.sdsc.edu
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Rosetta Code Protein Structure Prediction
Leads CASP7 Results
In the 7th annual Critical Assessment of Structure Prediction (CASP) experiment, organized to encourage improvements in computational methods, the Rosetta code prediction for a specific target protein led more than 100 entries from other groups who used a
variety of different methods. To power this demanding computation, SDSC researchers
participated in the largest-ever run of the Rosetta code, developed by Professor David
Baker of the University of Washington. After preparing the code on SDSC’s Blue Gene
Data system, the researchers were able to carry out a complete, from-scratch computation
in just 3 hours on the 114 teraflops IBM Blue Gene Watson machine, something that
normally takes weeks. Improving predictions of the 3-D structure of proteins is a pivotal
step for the rational design of new drugs for tomorrow’s medicine chest.

GEON Coordinates EarthScope Data Portal Development
Portals provide a single point of entry to IT components critical for a project, application or community. For 10 years, EarthScope has brought together three projects that are
collecting unprecedented amounts of data to characterize the geology of North America in
greater detail than ever before. The benefits of this information include improved monitoring of seismic hazards and understanding mineral and water resources, as well as basic
science. The National Science Foundation recently awarded funding to implement an
integrated data portal for the Earthscope project. The portal will be based on the GEON
portal architecture and GEON/SDSC will serve as the technical lead and project manager.
The planned Earthscope portal will be a single entry point to provide access to data products from the EarthScope components: USArray, the Plate Boundary Observatory, and
the San Andreas Fault Observatory. SDSC will collaborate closely with the Incorporated
Research Institutions for Seismology (IRIS), UNAVCO, and Stanford in developing Web
services invoked from the central EarthScope Portal, designed to enable users to discover
and download data sets of interest.

Archival Tape Storage Capacity Reaches 25 Petabytes
Data storage is a vital resource for the Information Age. SDSC, an international leader
in data cyberinfrastructure, has upgraded its already massive data storage capacity to 25
petabytes (a petabyte is one million gigabytes). The digital text equivalent of all the printed
materials in the Library of Congress is estimated to be about 20,000 gigabytes, representing less than 0.1 percent of SDSC’s current capacity. The upgrade of the center’s storage silos to new IBM tape drives and 700 gigabyte tapes gives SDSC and UC San Diego greater
storage capacity than any other educational institution in the world. The center supports
10,000 researchers at 300 academic, government and industrial institutions in the U.S.
and around the world who increasingly rely on the availability of globally accessible data,
and the expansion helps SDSC keep up with projections showing exponentially increasing
demand for storage in the future. SDSC also serves as the data-intensive site lead in the
NSF-funded TeraGrid, a multiyear effort to build and deploy the world’s first large-scale
production grid infrastructure for open scientific research.

More Information

About these highlights and current news about the center can be found in the
SDSC Nuggets in the News Center on SDSC’s home page at
http://www.sdsc.edu/news/nuggets.html.
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by Christopher Vaughan

Who You Gonna Call?
Fighting the Horse Fire
The first day of the fire on July 3, 2006 as seen from an
HPWREN camera on Lyons Peak in San Diego County
looking east. At the request of the California Department of Forestry and Fire Protection, HPWREN set up a
high-speed wireless link to a remote Incident Command
Post, providing crucial information not otherwise available in the remote area. Photo: HPWREN.

B

Emergency responders discover the
power of data at SDSC

y nature, emergencies are fast-paced and unpredictable events, often requiring rapid and accurate
information to turn tragedy into triumph.
Recently, emergency responders—including San Diego fire
fighters and the American Red Cross—have discovered that the
resources and expertise of the San Diego Supercomputer Center
at UC San Diego can help meet their needs for quick, reliable,
and up-to-date information in times of crisis.
SDSC experts are answering these calls through innovative
data cyberinfrastructure technologies designed to respond to
a wide range of emergencies, from earthquakes, hurricanes,
tornadoes, and fires to attacks on the Internet.
So, when a crisis hits and people ask, “Who you gonna call?”
the answer may come as a surprise.

Blazing Fast Data for Firefighters

On the front lines of a fire, everything is heat and smoke.
As conditions change, fires can turn, jump containment lines,
accelerate faster than a man can run, or “blow up” in a violent
conflagration. In such situations, firefighters need to know as
much as possible about dynamically changing factors including
humidity, wind, hotspots, vegetation, terrain, and allocation of
manpower and equipment. They need access to a huge volume
of data, which can’t easily be relayed deep into the backcountry
of San Diego County by radio or cell phone.
Luckily, SDSC networking researcher Hans-Werner Braun,
one of the architects of the early Internet, has just what they
need. Braun’s ongoing research project is the National Science
Foundation-funded High Performance Wireless Research and
Education Network (HPWREN), a high-speed digital wireless backbone in San Diego, Imperial, and Riverside counties
www.sdsc.edu

developed in partnership with UCSD’s Scripps Institution of
Oceanography and San Diego State University. The network
allows high-speed data transmission into remote areas usually
connected only by radio.
Braun’s HPWREN was already involved in data transmission for research projects in several scientific fields when he
approached the California Department of Forestry and Fire
Protection (CALFIRE) for permission to put transmission
equipment and cameras on fire towers to extend the network.
“Once they saw our cameras they began wondering how
they could use them,” he said.
What followed was a collaboration in which Braun not only
connected HPWREN to distant CALFIRE firefighting bases,
but also dropped onto mountaintops during emergencies to
erect temporary towers to link up specific hard-to-reach areas
hit by a fire.
The network, which carries data at up to 45 megabits per
second—about 30 times faster than a DSL line—can transmit
real-time imagery from ground, air, and satellites. Firefighters
can use this data to accurately map where the fire is, where it’s
moving, and where they need to focus their efforts.
The value of the cameras and network was first proven in the
2003 Coyote Fire when detailed reports and images were sent
to command posts, and CALFIRE headquarters in Sacramento
could get timely, accurate updates to better manage firefighting
efforts from afar. Since then, Braun and his colleagues have set
up temporary links during six different fires.
“It’s applications like this that keep HPWREN interesting
for us,” said Braun.
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Witty Worm Goes Global
CAIDA researchers used the “UCSD Internet Telescope” to visualize the rapid global spread of the Witty Worm from the US to Asia and Europe in
March 2004, with most major cities affected in just over two hours. Red locations were infected within the first 60 seconds; yellow locations after 60
seconds. Image: Colleen Shannon and David Moore, CAIDA.

Knowing Who Is Safe and Well

Hurricane Katrina was a disaster made far worse by a lack of
data. The government remained unaware that levees had broken
until many hours after the event. The head of the Federal
Emergency Management Agency surmised that everything was
okay because a CNN newscast showed a dry French Quarter
(one of few areas above sea level).
In the confusing aftermath, storm survivors were spread far
and wide, unable to connect with family and friends. In an effort to help, many people created websites where refugees could
post information about themselves. However, there were too
many different websites, and people couldn’t find the information they needed.
“What was needed was a way to integrate the information
from all these sites,” said Chaitan Baru, SDSC Distinguished
Scientist and an expert in data technologies.
The Red Cross contacted Baru because his group at SDSC
had essentially done this job before, using computer algorithms
to find bioinformatics information spread across many websites
and integrate it into one database. “The big difference in
Katrina was that the data was much messier,” Baru said. “The
data was very ‘noisy,’ in all different formats and often incomplete and with errors.”
Baru and his colleagues set up a data-cleaning “factory,”
inventing automated workflows that organized the data the
Red Cross sent them. “Our team jumped in and put in long
hours, from morning to night,” Baru said. “We learned what
you can do if you get a rush of noisy data and have to clean it
up fast.” Once they had cleaned it up, the data was handed off
to Microsoft, which had volunteered to host the site where the
integrated information was initially posted.

As a result of the Katrina experience, the Red Cross saw the
need for a permanent website to help people connect following
any type of sudden emergency, from a hurricane or tornado
to an earthquake. Having worked closely with SDSC during
Katrina, the Red Cross saw the center as a good environment to
host the program, named the Safe and Well website.
“The Katrina website involved ten different vendors,
each doing a different part of the job, but we’re able to offer
integrated capabilities in one location,” Baru said. “Whatever
problems came up, we had a range of people with the expertise
to deal with it. It’s really hard for industry to put this sort of
effort together at a fast pace.”
This expertise also allowed the SDSC researchers to add new
features to empower emergency personnel. “It turns out that
visualization is a key capability,” Baru said. “We can put information on Google maps to let emergency workers see that a lot
of people are moving into a certain area, so they know they had
better move resources there.”
For Baru, there was another important reason why SDSC
was a perfect place to host the Safe and Well website. “We’re a
federally funded center, and this is integral to our mission,” he
said. “The notion of public service is built into what we do.”

Defending Against Digital Attacks

In the Information Age, computing and data transmission
are critical to society. Computer viruses and worms, sometimes
just a nuisance, at other times pose real risks to the Internet and
other critical information infrastructure.
“Malicious worms and viruses can destroy files and cause
major losses in productivity, even potentially bringing down
911 centers or hospitals,” said Colleen Shannon, a researcher
with SDSC’s Cooperative Association for Internet Data
Analysis (CAIDA) who works with SDSC researcher
David Moore on the project. In collaboration with colleagues
at UCSD and elsewhere and large Internet service providers,
they have developed effective tools to track computer worms
and warn people whose machines are infected.
When a worm first begins to spread, computer experts often
call CAIDA first. “We’re well known in the community, so
we’re given data to look at and analyze,” Shannon said. Internet
worms can spread to hundreds of thousands or millions of
machines within hours, and catching them and stanching the
infection requires the group to jump on the problem at any
time of day and work quickly.

Safe and Well
Hurricane Katrina left thousands of people cut off from family and friends, and in
collaboration with the American Red Cross and others SDSC provided advanced
data technologies to reconnect people in the wake of this diaster. SDSC now hosts
the Red Cross Safe and Well website. Photo: © American Red Cross.
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Supercomputing On Demand
SDSC’s innovative OnDemand system gives researchers rapid results in
event-driven science such as this “virtual earthquake” movie that shows
ground motion waves radiating from an earthquake event in Southern
California. Image: ShakeMovie.

CAIDA can’t stop an attack, but they can track it, determine the kinds of machines vulnerable to attack, and often tell
people that their machines have been infected so that they can
take countermeasures.
“We’re like a hospital—we don’t stop you from getting sick but
we can help take care of you when you are sick,” said Shannon.
Tracking the worms can take CSI-type sleuthing. In addition to gathering their own data, Internet service providers
sometimes give the researchers log files that indicate a worm is
spreading. “We can look at these files and track the geographic
spread of the worm—who is infected and who is not, what
kinds of machines are infected—and then distribute that information to network security personnel,” Shannon said.
The group has come up with clever methods to follow the
worms. When the Code Red worm struck in 2001, they used a
tool called the UCSD Network Telescope, which relies on the
fact that many Internet addresses are not used—they are either
unassigned or belong to machines that are mostly idle. Most
legitimate traffic is directed to the minority of real addresses,
while malicious codes spread themselves to all of the Internet
address space by selecting addresses randomly. If a machine is
sending scattershot messages to unused IP address all across the
Internet, chances are that this machine is infected.
CAIDA passes along information about infected machines to
Internet service providers and network administrators, who let the
users know their machine is likely infected. At that point, however,
things are out of the hands of Shannon and her colleagues: users
have to apply patches and disinfect their own machines.
“Sometimes we’re quickly able to demonstrate how widespread a virus is and convince people to apply patches before
they are infected, to wake them up from the mindset of ‘It will
never happen to me.’”

Emergency Supercomputing On Demand

When an earthquake greater than magnitude 3.5 strikes
Southern California, a special supercomputer at SDSC speeds
into action. Pushing aside jobs currently being processed, the
computer analyzes data from earthquake sensors throughout the
area, and within less than 30 minutes produces a 3-D “movie”
that shows how the shaking spread through the region. The movies are made as part of the ShakeMovie project of the Near RealTime Simulation of Southern California Seismic Events Portal
led by computational seismologist Jeroen Tromp at Caltech.
The movies of the earthquake simulation can be created so
quickly due to the recent installation of SDSC’s OnDemand
supercomputer, set up so that non-critical jobs can be put on
hold when an emergency arises, said Anke Kamrath, director of
User Services at SDSC.
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The movie gives people an easily understandable picture
of how the shaking took place, and Kamrath envisions many
other applications of the OnDemand supercomputer useful to
emergency responders.
“Right now we’re using this for earthquakes, and people are
making plans to use this capability for things like storm path
prediction for hurricanes and tornados,” Kamrath said.
Kamrath points out that when a storm, flood, earthquake
or other disaster hits an area, existing maps are often useless.
“Roads and bridges that show up on maps may in fact be gone,”
she notes. Much more useful are real-time images from satellites
and virtual-reality—3-D mapping that shows the present state
of affairs. “Emergency responders want to be able to look at
current satellite imagery and do a virtual fly-through of what’s
actually happening after the disaster,” she said.
Also extremely useful will be maps layered with color-coded
information that can give emergency responders information
at a glance about important factors like rainfall, flooding, and
population movements. Constructing such real-time imagery
and computer representations requires massive computing
power, only possible if a supercomputer like OnDemand is immediately available to crunch through the mountains of data.
The need for an on-demand supercomputer is just one
more example of how facilities like SDSC are introducing
new capabilities to offer vital help in emergencies. In turn, the
researchers are learning, the ability of firefighters, police, and
rescue workers to access the right data quickly will dramatically
transform how they can do their jobs and how many people
will be saved during emergencies in the future.
“This is fundamentally changing emergency response,”
Kamrath said.
Christopher Vaughan has written numerous books and articles
on science and medical topics. He lives in the Bay Area.

Related Links
HPWREN http://hpwren.ucsd.edu/
Red Cross Safe and Well https://disastersafe.redcross.org/
CAIDA http://www.caida.org/
OnDemand Supercomputer http://www.sdsc.edu/us/resources/
ondemand/
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By Design
SDSC supercomputer helps identify
promising new target for
bird flu vaccine
by Warren Froelich

I

n motion on the computer screen, the green-andpink protein structure bobbed and weaved, wiggled
and gyrated, like a bowl of jello on a slinky. Somewhere
in this quivering mass, however, may lie a potential solution for
stopping a feared virus–bird flu.
Extending her hand toward the highly animated structure,
Rommie Amaro—a chemist at UC San Diego—points toward
a small region in green and what appears to be an open cavity
adjacent to it. That opening—already being dubbed a “hot
pocket”—is being seen as a potential target for new drugs to
combat what some worry may one day cause a world-wide
pandemic.

Fighting Bird Flu

New targets are desperately needed since the only drugs now
available–Tamiflu and Relenza–are in limited supply, and some
strains of the virus already have developed resistance to these
agents.
“If those resistant strains begin to propagate, then that’s
when we’re going to be in trouble, because we don’t have any
anti-virals active against them,” said Amaro. “So, we should
have something as a backup, and that’s exactly why we’re
working on this.”
The structure under study by Amaro, a postdoctoral fellow
at UCSD, is neuraminidase (NA), an enzyme located on the
surface of the avian influenza virus, needed to spread infection to new cells. Essentially, influenza comes in nine different
varieties or subtypes of this enzyme, N1-N9. For avian flu,
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technically known as H5N1 avian influenza, the neuraminidase
of interest is N1.
Last October, a team of scientists from the United Kingdom identified the structure of several members of this family
of enzymes, including N1, using a technique known as X-ray
crystallography. The procedure represents a snapshot of the
structure in question.
As reported in the journal Nature, the image revealed a
loop-like area, called the “150 loop,” adjacent to an open cavity.
The group said the newly revealed loop and cavity “might be exploited by drug designers” with new inhibitors capable of docking into these targets, thus blocking the enzyme’s activity—in
effect, shutting down its ability to infect other cells.
Considered a potential breakthrough, the newly identified
image nevertheless was limited since it captured just a single
brief moment in time.
“Crystal structures are very important,” said Amaro, who
works in the laboratory of J. Andrew McCammon, holder of
the Joseph Mayer Chair of Theoretical Chemistry at UCSD.
“There’s no doubt about it. They give us a real picture of the
enzyme. But it’s just one picture.”

Proteins in Motion

Over the past decade or so, scientists have come to realize
that proteins are far more dynamic than the sometimes colorful structures gleaned from standard crystallography studies.
Instead of a still-life painting, these molecules act more like a
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Fighting Bird Flu
This image shows a key enzyme on
the surface of avian influenza, N1
neuraminidase, needed to spread
infection to new cells. The anti-viral
drug Tamiflu is shown bound in
the active sites (yellow). Molecular
dynamics simulations of this enzymedrug complex are being run on SDSC
supercomputers to help develop
improved drugs to fight this disease.
Image: R. Amaro, UCSD.

moving picture, constantly twitching and jiggling, making the
goal of finding a specific inhibitor daunting. It’s somewhat like
a baseball pitcher attempting to throw strikes to a catcher who’s
doing handsprings behind home plate.
To help capture these sometimes spasmodic activities,
scientists work with molecular dynamics codes that simulate
the activities and motions of these molecules as they obey the
fundamental laws of physics. Understanding these motions
helps scientists build better drugs.
Molecular dynamics simulations already have proved their
value for other drug designs, said McCammon, one of the
pioneers in the field. For example, the route to a potential
new drug manufactured by Merck to combat HIV—an antiintegrase inhibitor—was discovered in McCammon’s lab; the
drug recently passed Phase III clinical trials and will soon be
reviewed by the FDA for approval. Some of the same principles
used in the HIV anti-integrase studies are now being applied to
this new avian flu target.
“The new structural understanding we obtained through
molecular dynamics simulations was subsequently exploited
to come up with this promising new drug to attack HIV,” said
McCammon, a Howard Hughes Medical Investigator. “We anticipate that the insights we’re getting with our current work could
provide value for the rational design of inhibitors to avian flu.”
Such is the complexity of the mathematical calculations
needed for these simulations that scientists require the use
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of supercomputers housed at the San Diego Supercomputer
Center (SDSC). Here, a molecular dynamics program called
NAMD is put through its paces on SDSC’s DataStar, scaled to
run on 128 processors. The results were two, 40 nanosecond
(a billionth of a second) simulations of the N1 neuraminidase
requiring about a day of compute time for each five to eight
nanoseconds of simulations.
“That’s really fast,” said Amaro. “And it’s fast because of this
really great program and DataStar’s balanced architecture.”

A New Bird Flu Target

In a paper published earlier this year in the Journal of the
American Chemical Society, the UCSD-led team described the
nanosecond-by-nanosecond movements of the N1 molecule,
structured like a four-leaf clover, as it was bathed in a water and
salt solution—similar to a cellular environment. Some surprising new details of interest to drug designers emerged as the
scientists watched the protein gyrate and wiggle over time.
First, the stretch of amino acids defined as the “150 loop”
is far more flexible than speculated in the original paper. In the
dynamic simulations, the loop not only opens—as seen in the
static image—it also closes. What’s more, it’s capable of opening
far wider than suggested by the crystal picture.
Second, the scientists identified another amino acid sequence near the 150-loop region, dubbed the 430-loop, which
may be important. According to the simulation, these two
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Virtual Molecules
Sophisticated supercomputer simulations create “virtual molecules” to
explore new drug targets to combat
bird flu. Alignment of the open crystal
structure (pink) and a wide-open
snapshot extracted from the simulation
(green) shows the significant cavity
expansion found in the simulation. The
new structure can help guide development of novel antiviral therapeutics.
Image: R. Amaro, McCammon Group,
UCSD.

loops seem to act in concert to expand the “hot pocket” region
well beyond what was seen in the crystal structure.
“The whole pocket appears to be very dynamic, very flexible,” said Amaro, who was the paper’s first author. “The topology of the pocket and the [amino acid] residues linking the
pocket are significantly different than what we saw in the crystal
structure.
“We were particularly interested in the wide open structure
adjacent to the two loops, because in the wide open structure,
there is an even larger area to target with inhibitors.”
Amaro said her group—which included investigators
from The Scripps Research Institute and the National Taiwan
University—already has identified several potential inhibitors
that might represent potential new drugs against avian flu.
Some of these might bind to the “hot pocket” region; others to
the two amino acid loops; while another category might build
onto the structures of existing anti-influenza drugs, such as
Tamiflu. Indeed, a second simulation performed by Amaro and
her team showed how Tamiflu binds to the “hot pocket” region,
and its impact on the opening and closing of the cavity.
To help identify the best alternatives, the team is collaborating with researchers from the University of Malaysia, under the
direction of Habibah Wahab, associate professor of pharmaceutical technology.

“We’re recommending a slew of compounds for her to test,”
said Amaro. “And then based on what, if any, hits we get, then
we begin putting these into the discovery pipeline.”
Added McCammon, the paper’s principal investigator:
“In light of the urgency to find antiviral drugs against N5N1
bird flu, we’re hopeful that these simulations will assist in that
effort.”
The work of the scientists is supported by the National
Biomedical Computation Resource (an NIH Research
Resource), the Center for Theoretical Biological Physics, the
National Science Foundation, National Institutes of Health,
and Accelrys, Inc., in addition to SDSC.

Project Participants
Rommie Amaro, David Minh, and J. Andrew McCammon, UCSD;
William “Lindy” Lindstrom and Arthur Olson, TSRI; Lily Cheng
and Wilfred Li, NBCR; Jung-Hsin Lin, National Taiwan U.; and
Habibah Wahab, U. of Malaysia

Related Links
The McCammon Group http://mccammon.ucsd.edu/
National Biomedical Computation Resource (NBCR)
http://www.nbcr.net
The Olson Laboratory http://www.mgl.scripps.edu

www.sdsc.edu

17

San Diego Redlining Map
A 1935 redlining map of San Diego, showing areas ranked
from red (D), worst, to yellow (C), blue (B), and green (A) for
the best areas such as Mission Hills, A-7. The most restrictive lending practices were applied in redlined areas such as
Barrio Logan, around D-4, described in associated Federal
documents as characterized by “detrimental influences,
undesirable population or infiltration of it.” Map: NARA.

Preserving History on a Humanities Grid
for the University of California
SDSC data grid technologies help bring California’s redlining
history to life and preserve it for future generations

A

lmost everyone knows the term “redlining”—the practice of denying
loans or insurance to people based on the neighborhood they live in. Most
people have come to believe that redlining stemmed only from individual
bias, when in fact it was a Federal program of residential planning begun in the 1930s
that produced neighborhood-level “redlined maps” which remained in use for almost four
decades.
For other than a few well-researched cities, the bulk of the collection of once-confidential redlining files from the Federal Home Owners’ Loan Corporation has remained
invisible, tucked away on the shelves of the National Archives in Washington, D.C. and
effectively out of reach for all but a few specialists—preventing wider understanding of
this chapter of our nation’s history.
Now, a unique collaboration among computer scientists at the San Diego
Supercomputer Center (SDSC) at UC San Diego, and historians, social scientists, and
others at UC Irvine and other campuses is bringing California’s history of redlining to
life, placing this collection online in digital form for eight California cities.
“Bringing this historical collection into the Information Age will dramatically broaden
access,” said Richard Marciano, director of SDSC’s Sustainable Archives and Library
Technologies Lab, who initiated the project. “Not only professional historians but also
students, community groups, and planning agencies will easily be able to explore this
little-known information.”
The collection includes Federal redlining maps along with other documents from the
1930s and 40s such as interviews, financial and banking documents, and detailed city
surveys from the National Archives, which Marciano and SDSC digital preservation
specialist Chien-Yi Hou have painstakingly assembled and brought into digital form.
The project, the Testbed for the Redlining Archives of California’s Exclusionary Spaces
(T-RACES), will be one of the first to make use of a new “humanities grid.” The HASS
(Humanities, Arts, and Social Sciences) Grid, a cyberinfrastructure initiative organized
by the University of California Humanities Research Institute (UCHRI) and partners,
is bringing the benefits of advanced information technologies normally found only in
science and engineering to these new communities across all ten University of California
campuses.
The HASS Grid will store and make available the redlining collection using SDSCdeveloped data grid infrastructure that provides a central catalog to manage the preservation information for each city’s electronic file of neighborhoods. In addition, the
infrastructure will make the redlining documents accessible alongside a rich array of
relevant information drawn from census tract data, municipal ordinances, and insurance
protocols, allowing researchers to ask broader questions about the context, origins, and
legacy of redlining.
“The importance of the HASS Grid is that for the first time it will give these communities a practical path to large, dynamic digital archives for their research, opening up
entirely new avenues of investigation for these fields,” said David Goldberg, director of
UCHRI and a professor of Comparative Literature and Criminology, Law and Society at
UC Irvine. “We’re demonstrating the creative and innovative work that becomes possible
at the interface of HASS content and high-end digital technology—for example, in the
redlining project nothing like these overlapping data exist on the history of urban segregation for California cities.”
Beyond simple access to information, the HASS Grid will also put a range of advanced data grid technologies at researchers’ fingertips, helping them ask new questions
and “connect the dots,” collaborate, publish results online, and preserve collections for
long-term use (see sidebar).
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by Paul Tooby

Preservation
Data Grids Meet the
Humanities
The UCHRI HASS (Humanities, Arts and
Social Sciences) Grid is bringing “data
cyberinfrastructure” tools typically found
in the sciences to the humanities, arts,
and social sciences communities. SDSC,
a world leader in data management
and digital preservation, is providing the
advanced technologies to build the grid,
starting with “grid bricks”—special storage computers equipped with advanced
data grid software—for all 10 UC campuses, connected by high-performance
networks. The principal cyberinfrastructure is the SDSC Storage Resource Broker (SRB) and in the future the advanced
Integrated Rule-Oriented Data System
(iRODS). These systems offer researchers
an end-to-end environment that helps
them assemble and store collections
of digital artifacts, which can be highly
heterogeneous, ranging from texts to
scans of maps and films, audio interviews,
and other formats. Users can collaborate
and share data and tools in coordinated
problem-solving with a limited set of colleagues or globally, and access tools to integrate multiple different data collections
and analyze them with resources such as
mapping and georeferencing software for
exploring spatial questions. The comprehensive system also allows researchers to
publish data and results in a digital library
and finally provides sophisticated preservation capabilities to ensure that valuable
historical resources and new knowledge
created from them will remain available
for future generations.
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Tracing Redlining’s Legacy

What can you do with historical data in digital form? Suppose a researcher wants to investigate
whether historical redlining is still affecting where people live and their economic opportunities.
To answer these questions, Millicent Cox, a San Diego economist and demographer, used
the digital redlining maps in conjunction with census data from 1990 and 2000 to analyze two
San Diego neighborhoods. The Mission Hills neighborhood (A-7 on the San Diego map) was
rated “A” on the Federal redlining maps, where the most favorable home loans were encouraged, and the Logan Heights neighborhood (D-4 and nearby on the San Diego map) was rated
the lowest level, “D” where policies made it more difficult for residents to obtain home loans.
What Cox found in the recent census data is that the Mission Hills neighborhood still remains above the 95th percentile in San Diego County in median home value, and in the 99th
percentile for population classified as white, even decades after the discriminatory redlining
policies were no longer allowed. In contrast, the poorer Logan Heights “redlined” neighborhood remains below the fifth percentile in home value, with only three percent of the population classified as white, and less than one quarter the rate of home ownership.
“We found that the effects of redlining may extend beyond housing,” explained Cox. “In
areas like Barrio Logan, even years after official redlining ended, elementary school expectations
and scores typically remain low, and redlining’s impact on housing values could also play a role
in determining educational opportunities by limiting residents’ financial resources to afford
college.”
Other projects are beginning to make use of the new HASS Grid, including a collection
of oral histories and other documents from World War II, and a project involving collections
of maps relating to the origins of the arts of navigation in Portugal and their transmission
throughout the Atlantic World in the early modern period.

Building Bridges

In addition to helping these projects, such early uses of the HASS Grid will have the added
benefit of demonstrating the use of grid-based repositories for humanities data, encouraging
wider adoption of these powerful new tools in HASS research.
“Our collaboration is helping the computing and humanities communities understand
each other’s approaches and problems,” said Suzy Beemer, UCHRI associate director, Research
Development. “We’re showing, see, this can be done, you can cross the boundaries and do
something new and valuable.” To help more HASS researchers learn about cyberinfrastructure,
the SDSC and UCHRI researchers have also supported the CI-HASS Summer Institute for the
past two summers.
“We’re learning that SDSC’s work to help the HASS community discover new avenues of
technology-enabled research can also come back to help the technical community develop better cyberinfrastructure,” said Marciano. “We’re finding that you always benefit when you get to
know other communities.”
The T-RACES project is supported by a grant from the Institute of Museum and Library
Services (IMLS), and the HASS Grid is funded by the IMLS, the L.A. Jewish Community
Foundation, Sun Microsystems, SDSC, and other sources.

Project Participants
David Theo Goldberg and Suzy Beemer, UCHRI; Richard Marciano and Chien-Yi Hou,
SDSC/UCSD; and Millicent Cox, MillicentCox LLC

Related Links
University of California Humanities Research Institute (UCHRI) http://www.uchri.org/
Testbed for the Redlining Archives of California’s Exclusionary Spaces
http://salt.sdsc.edu/T-RACES/index.htm
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Urban History of Los Angeles
This 1939 redlining map of Los Angeles shows the expanses of the lowest-rated “redlined” areas
for minorities where housing loans were difficult to obtain. The T-RACES project is using the
HASS Grid, based on SDSC data grid technologies, to provide researchers and the public easy
access to this rich historical information. For example, for Boyle Heights (D-53) the map will
link users to geographically associated documents including the government-prepared “Area
Description,” photographs, and more. Map and Area Description: NARA. Photo: Marion Palfi,
UCLA Library Special Collections.
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by Paul Tooby

Looking Back in Time
SDSC computing and data resources power most detailed simulations of the
early universe, helping astrophysicists understand key observations

U

`

nlike most scientists, astronomers have a way to
do “time travel,” literally seeing billions of years back
into the earliest history of the universe. A number of
astronomical surveys such as the Sloan Digital Sky Survey are
taking this trip, recording observations of objects in one section
of the sky that are ever farther away—and therefore older—as
their light travels longer distances and billions of years to reach
the earth.
Hidden in the details of these surveys—counts of galaxies
and galaxy clusters and the statistics of their scale and distribution—are clues to the underlying mechanisms that gave rise to
this large-scale structure.
To help understand these observations, UC San Diego
astrophysicist Michael Norman and collaborators are using
the DataStar system at the San Diego Supercomputer Center
(SDSC) at UC San Diego to run the ENZO cosmology code
in simulations of the universe from first principles, starting
near the Big Bang. In work accepted for publication in the
Astrophysical Journal, the researchers have conducted the most
detailed simulations ever of a significant region of the universe
500 megaparsecs across (more than 2 billion light years).

Heating Things Up

The large-scale simulations make it possible for scientists to
better understand factors related to both theories and observations of the formation of the universe, helping shed light on
where we came from and how we’ve reached the galaxies, stars,
and planets of today.
For example, the great detail of these ENZO simulations
over a large region and range of scales lets researchers estimate
more accurately than previously possible a slight heating of the
cold cosmic microwave background—the remnant heat left
over from the Big Bang—as it travels through the hot intergalactic gas present in the galaxy clusters that form at the intersections of cosmic filaments (visible as small bright knots in the
images).
Being able to estimate this heating is important because
when astronomers point a radio telescope at galaxy clusters in
an astronomical survey that looks back into the universe’s early
history, they can observe this small heating effect. Although
tiny, just a fraction of a percent, its telltale signature gives astrophysicists a wealth of useful information about galaxy cluster
formation, content, growth, and evolution.

Cosmic Microwave Background
A map of the slight distortion in the cosmic microwave background
as it travels through hot intergalactic gas in galaxy clusters, which
gives astrophysicists a window into how clusters form and evolve.
The ENZO simulations followed dark and normal matter condensing over five orders of magnitude in space and for 13.7 billion years
from near the Big Bang to the present. Galaxy clusters are visible
as bright white spots, with cosmic filaments traced by galaxies as
lighter streamers. Image: Brian O’Shea, LANL.
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“But it’s not easy to unravel this small effect in the observations and understand the important information it can give us
about things like galaxy cluster size,” said astrophysicist Brian
O’Shea of Los Alamos National Laboratory, who ran the simulations with SDSC computational scientist Robert Harkness.
“Our simulations give astrophysicists an important tool to more
accurately interpret what they’re seeing, and make it possible to
learn more about the structure of the universe through exciting
new observational campaigns that use cutting-edge X-ray, radio,
and optical telescopes.”
The group’s ENZO simulations play an important role in
complementing observations. But the value of the computations relies on keeping the model faithful to reality, and to do
this the researchers need to represent the extreme variability
of matter as it coalesces under gravity, becoming many orders
of magnitude more dense in local areas as it forms cosmic filaments and galaxy clusters.

Zooming In

“We need to zoom in on these dense regions to capture the
key physical processes—including gravitation, flows of normal
and ‘dark’ matter, and shock heating and radiative cooling of
the gas,” said Norman, who is director of UCSD’s Laboratory
for Computational Astrophysics and Acting Deputy Director
of Computational Sciences at SDSC. “This requires ENZO’s
adaptive mesh refinement capability.”
Adaptive mesh refinement (AMR) cosmology simulations
begin with a coarsely-spaced grid, and then spawn more de-

tailed (and more computationally demanding) subgrids to track
the process as gas collapses into high-density structures such as
galaxies.
“We achieved unprecedented detail by reaching seven levels
of adaptive mesh subgrids throughout the survey volume,
something never done before,” said SDSC’s Harkness, who has
long worked on development of the ENZO code. “This simulation utilized more than 400,000 subgrids at a time to model
the evolving structures, which we could only do thanks to the
two large-memory TeraGrid systems.”
Running the code for a total of about 500,000 processor
hours, the researchers used 1.5 terabytes of shared memory
on the SGI Altix Cobalt system at the National Center for
Supercomputing Applications (NCSA) for the initial part of the
problem, with the bulk of the simulations then running on 2
terabytes of memory on SDSC’s IBM DataStar, which has 32
gigabytes of memory per node.
To make it possible to attempt these computations,
Harkness has participated in an ongoing SDSC Strategic
Applications Collaboration with Norman’s group to achieve several major improvements in scaling and efficiency of the ENZO
code. The ability of the code to scale up has been increased by a
factor of 512 in spatial resolution to a 2,0483 domain with more
than 8 billion particles for some simulations, while also gaining
the ability to scale up to run on 2,048 processors of DataStar.
The effort also eliminated data input/output as a bottleneck,
resulting in speed gains of up to 120 times on some systems.

Cosmological Light Cone
A simulation of what a radio telescope will see when
surveying a wide swath of sky 10 degrees square, which
can help telescope builders calibrate their instruments
and understand their observations. In the most detailed
simulations ever using the ENZO code on SDSC’s
DataStar system, the effect of all cosmic structure from
two billion years after the Big Bang to the present is
added up, giving the “light cone” a length of over ten
billion light years. Bright white spots are groups and
clusters of galaxies; red background is from filamentary
structure. Image: Brian O’Shea, LANL.
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Data for the Stars

As simulations like ENZO progress to larger scale and greater resolution while
incorporating more sophisticated physics, they push the envelope not only of
supercomputing power but also of data capabilities, generating some 10 terabytes
of data for the current ENZO simulations alone. SDSC’s robust data storage
environment with 1.4 petabytes (a petabyte is one million gigabytes, equivalent
to the storage on about 10,000 laptops) of online disk storage and 25 petabytes
of archival tape storage—the largest of any academic institution in the world—
allowed the researchers to efficiently store and manage the massive data collection.
The Hierarchical Data Format (HDF) group at NCSA also provided support for
handling the output.
Overall, the ENZO researchers have assembled one of the largest simulation
data collections at SDSC and in computational astrophysics, more than 250 terabytes (more than a dozen times the digital text equivalent of the printed collection
of the Library of Congress). Other computational astrophysicists also generate
large data collections, and to help them manage, share, and analyze these data sets
on a community basis, experts in SDSC’s DataCentral have worked with Norman
and colleagues to establish the Computational Astrophysics Data Analysis Center
(see sidebar) at SDSC.

Data
Cyberinfrastructure
for ASTROPHYSICS
Research in computational astrophysics
involves massive, multi-terabyte data sets,
but a lack of access to large-scale data and
computational resources often hinders early
publication and sharing of these large data
collections, slowing scientific progress. To
bring the power of data cyberinfrastructure
to the astrophysics community, UCSD computational astrophysicists Michael Norman
and Paolo Padoan and UCSD’s Laboratory for Computational Astrophysics have
collaborated with SDSC to develop the
Computational Astrophysics Data Analysis
Center (CADAC), a service that collects
and stores results of large astrophysical
simulations and provides data analysis resources to researchers worldwide. Through
this SDSC-based data cyberinfrastructure,
CADAC encourages early publication and
sharing of complete numerical datasets,
fostering scientific collaboration, increasing
the impact of numerical experiments, and
facilitating the review process for papers
based on computational simulations. With
the help of experts in SDSC’s DataCentral,
led by Natasha Balac, CADAC data is managed by the SDSC Storage Resource Broker
(SRB) in a powerful system that combines
file storage on disk with automatic replication of data to tape in SDSC’s 25 petabytecapacity High Performance Storage System
(HPSS), as well as access to supercomputing

Coma Galaxy Cluster
As astronomers work to unravel the mysteries of how galaxy clusters formed, ENZO simulations help them understand their observations and basic cosmological parameters such as the
amount of baryons (hydrogen, helium, metal), dark matter, and dark energy in the universe.
This mosaic combines visible-light data from the Sloan Digital Sky Survey (blue) with longand short-wavelength infrared views (red and green, respectively) from NASA’s Spitzer Space
Telescope. Credit: NASA/JPL-Caltech/GSFC/SDSS.

resources for data analysis. The collection
already has a 100 terabyte disk allocation,
and may expand to 300 terabytes.

Project Participants
Eric Hallman and Jack Burns, U. Colorado; Brian O’Shea, LANL; Michael Norman and
Rick Wagner, UCSD; and Robert Harkness, SDSC/UCSD

Related Links
ENZO cosmology simulation code http://lca.ucsd.edu/portal/software/enzo.
Computational Astrophysics Data Analysis Center (CADAC) http://cadac.sdsc.edu/index.html
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Zooming in on Earth’s
Surface, and Below
by Paul Tooby

G

GEON cyberinfrastructure for the
geosciences democratizes access to
state-of-the-art tools and data

eoscientists who study the subterranean world must
be ingenious, finding indirect ways to “see” into the
earth and unravel the mysteries of the past events that
have given rise to the complex 3-D structure of today’s
earth. A key tool researchers rely on is to gather the most
detailed possible topography data. These sharper views hold
vital clues to both geological hazards and mineral resources that
lie hidden below.
Today, modern laser scans of the earth’s surface known as
Light Detection And Ranging (LiDAR), one of the hottest tools
for precision topography, can capture elevation points every few
feet across vast areas. But the flood of data points that sharpens
the view also adds up to multi-terabyte (one thousand gigabytes) data sets that present daunting computational challenges
for handling, processing, and analyzing, effectively keeping
valuable LiDAR topography out of reach for most geoscientists.
To solve this problem, the GEON “Cyberinfrastructure
for the Geosciences” project, with the information technology
component based at the San Diego Supercomputer Center
(SDSC), is providing broad community access to this key
topographic data.

Professor Ramón Arrowsmith, a GEON principal investigator from Arizona State University, and graduate student Chris
Crosby have worked with GEON colleagues at SDSC to develop
the GEON LiDAR Workflow, which lets users access “raw”
LiDAR data and process it on-the-fly in response to user requests
through GEON’s Web portal, giving geoscientists much sharper
views of earth’s surface than they could previously get.
The Kepler Scientific Workflow-based system provides access
to a growing collection of LiDAR datasets that already contains
7.7 billion data points totaling three terabytes for key geological
areas such as the northern San Andreas Fault in California. The
data, which is hosted at SDSC, is searched on a 128 gigabyte
“fat node” of SDSC’s DataStar system. So far, some 100 users
have submitted more than 1,500 jobs and processed 27.5 billion data points.

Cyberinfrastructure for the Geosciences

Resources such as GEON’s LiDAR Workflow represent one
of the most exciting promises of today’s advancing information
technologies, fulfilling the vision of “science at your fingertips.”
The pioneering GEON initiative, a collaboration between
Earth Science and Computer Science researchers, is providing

Seamless Access to Synthetic Seismograms
Through the GEON Portal users reach the Web interface to the SYNSEIS synthetic seismogram tool
for modeling 2-D and 3-D seismograms of earthquake ground motion. Seamlessly accessing diverse
input data sets such as the subsurface model shown and powerful SDSC supercomputers behind the
scenes, users build complete simulation models, submit jobs, and monitor and receive job output.
Image: Dogan Seber, SDSC/UCSD.
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the geoscience community a cyberenvironment that integrates
services, tools, applications, high performance computing
resources, and diverse data collections, all in a unified portal.
“GEON is bringing the power of data cyberinfrastructure
to the geoscience community,” said SDSC’s Chaitan Baru,
a GEON principal investigator and information technology
research lead. “Users span universities nationwide as well as the
U.S. Geological Survey, industry geophysicists, state agencies,
and even a high school student in Wisconsin who used our
LiDAR topography system for his science fair project.”
A collaboration among sixteen institutions and an array of
partner projects and agencies, including the USGS, GEON is
funded by the National Science Foundation (NSF) Information Technology Research program. GEON is also a Science
Gateway in the NSF TeraGrid.

Seamless Synthetic Seismograms

In addition to providing access to key data such as the
LiDAR topography, as part of GEON’s cyberenvironment the
researchers have also developed an easy-to-use Web interface to
a modeling environment that lets users compute seismograms,
both two and three-dimensional regional seismic waveforms.
SYNSEIS, for SYNthetic SEISmogram generation tool,
gives users, from novice students to experienced researchers,
access to a sophisticated finite-difference simulation code, E3D,
developed at the Lawrence Livermore National Laboratory, running behind the Web interface on powerful TeraGrid resources.

For example, researchers in the large-scale EarthScope
project, who need to rapidly incorporate data from hundreds
of seismic stations into their models, can interactively set
their study region, access seismic event and station locations,
extract earthquake waveforms on the fly, and compute a synthetic seismogram using built-in tools—and do this far more
quickly than previously possible.
Seeing how well the model agrees with data gives new insights into the structure of the hidden subsurface world below.
The system can also be used in reverse, starting with a subsurface structure model and generating an artificial earthquake in
order to see what the seismogram will look like. That is, the
system can model the resulting ground motion from the virtual
earthquake at various locations.
“It’s amazing to geoscientists that they can run this
powerful tool on national-scale supercomputing resources at
SDSC right from their desktop through a simple Web interface,” said Dogan Seber, a GEON PI and director of SDSC’s
Geoinformatics Lab, who is leading development of the system.
“The GEON portal hides the complexities of the code, account
management, CPU allocation, and many other things, bringing
this resource within reach for a much wider range of scientists
and students.”

High-Resolution Topography for Geoscience
LiDAR laser scans generate digital topography models ten times more accurate than before. These hillshade images
of the Northern San Andreas Fault were produced with the GEON LiDAR Workflow. A. topography and overlying
vegetation, darker green indicates taller canopy height; B. bare earth terrain (vegetation digitally removed) for the
same area; C. bare-earth terrain showing the San Andreas fault in red. Image: Christopher Crosby, ASU/GEON.
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Perspective View of the San Andreas Fault
This view, looking north, was created from detailed LiDAR topography data processed with the GEON LiDAR
Workflow. The San Andreas Fault is the northwest-southeast linear feature. Note how Wallace Creek (upper left)
has been offset more than 120 meters by repeated earthquake slip along the fault. Farther northwest is an older
channel abandoned 3,700 years ago. Image: Christopher Crosby, ASU/GEON.

A Model for Other Disciplines

In addition to providing advanced resources to geoscientists such as the LiDAR and SYNSEIS projects and the
Paleointegration Project, which provides seamless searching and
ontology-based integration of extensive fossil and sedimentary
rock databases and paleomapping tools, GEON’s portal is
helping educate a new generation of cyberinfrastructure-savvy
researchers. Ongoing workshops address a range of areas from
ontologies and data integration to visualization in the geosciences, and GEON researchers were influential in launching the
new Geological Society of America-sponsored Geoinformatics
meeting, now held annually.
For the past four summers, geoscientists have gathered
at SDSC to attend the first-of-its-kind Cyberinfrastructure

Summer Institute for Geoscientists, which introduces researchers to commonly-used as well as emergent information technology tools.
Because GEON’s core cyberinfrastructure is generic
and standards-based, it is proving useful in a range of other
disciplines. More than a half dozen other projects are adopting
GEON cyberinfrastructure, including the EarthScope Data
Portal in the geosciences, the Archaeoinformatics archaeology
consortium, the Tropical Ecological Assessment and Monitoring (TEAM) network, the Chesapeake Bay Environmental
Observatory project, the Network for Earthquake Engineering Simulation (NEESit) in earthquake engineering, and the
NEON ecology testbed.

Participants
A full list of GEON participants is available on the GEON website. LiDAR: Ashraf Memon and
Viswanath Nandigam, SDSC/UCSD; Christopher Crosby, Newton Alex, Josh Coyan Jeff Conner,
and Gilead Wurman, ASU; SYNSEIS: Tim Kaiser, Choonhan Youn, and Cindy Santini, SDSC/UCSD;
Paleointegration Project: David Rowley, U. Chicago; Judith Parrish, U. Idaho; David Weishampel,
JHU; Chris Scotese, UT Arlington; John Alroy, UCSB

Project Leaders
GEON: Chaitan Baru and Dogan Seber, SDSC/UCSD; LiDAR: Ramón Arrowsmith, ASU;
SYNSEIS: Dogan Seber, SDSC/UCSD; Paleointegration Project: Allister Rees, U. Arizona

Related Links
GEON Website http://www.geongrid.org
GEON Portal https://portal.geongrid.org
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Meeting the
Ethanol Challenge
Scientists use SDSC supercomputer to
target cellulose bottleneck and speed ethanol production

T

ermites and fungi already know how to digest
cellulose, but the human process of producing ethanol from cellulose remains slow and expensive. The
central bottleneck is the sluggish rate at which the cellulose enzyme complex breaks down tightly bound cellulose into simple
sugars, which are then fermented into ethanol.
To help unlock the cellulose bottleneck, a team of scientists
has conducted molecular simulations at the San Diego Supercomputer Center (SDSC) at UC San Diego. By using “virtual
molecules,” they have discovered key steps in the intricate dance
in which the enzyme acts as a molecular machine—attaching
to bundles of cellulose, pulling up a single strand of sugar, and
putting it onto a molecular conveyor belt where it is chopped
into smaller sugar pieces.
“By learning how the cellulase enzyme complex breaks down
cellulose, we can develop protein engineering strategies targeted
to speed up this key reaction,” said Mike Cleary, who is coordinating SDSC’s role in the project. “This is important in making
ethanol from plant biomass a realistic ‘carbon neutral’ alternative to the fossil petroleum used today for transportation fuels.”
The results of the research were reported in the April 12
online edition of the Protein Engineering, Design and
Selection journal, which featured visualizations of the results
on the cover.
A convergence of factors from looming global warming to
unstable international oil supplies is driving a surge in renewable biofuels such as ethanol, with worldwide ethanol production more than doubling between 2000 and 2005.
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by Paul Tooby
To date, corn has been the favorite ethanol source. While
good news for farmers, corn prices have doubled in the past
two years, and consumers worldwide are feeling the pinch as
food prices climb. In poorer countries this can be more than an
inconvenience, giving rise to real hardships.
A far better source is to produce ethanol from cellulose, easing pressure on food supplies and yielding greater greenhouse
gas benefits. The fibrous part that makes up the bulk of plants,
cellulose is the cheapest and most abundant plant material,
found in everything from corn stalks left after harvest to wood
chips from papermills and fast-growing weeds.

Virtual Molecules

“Our simulations have given us a better understanding of
the interactions between the enzyme complex and cellulose at
the molecular level—the computer model showed us how the
binding portion of this enzyme changes shape, which hadn’t
been anticipated by the scientific community,” said first author
Mark Nimlos, a senior scientist at NREL. “These results are important because they can provide crucial guidance as scientists
formulate selective experiments to modify the enzyme complex
for improved efficiency.”
The simulations—a “virtual microscope” that lets the
scientists zoom in on previously invisible details—showed that
initially the binding module of the enzyme complex moves
freely and randomly across the cellulose surface, searching for a
broken cellulose chain. When the binding module encounters
an available chain, the cellulose seems to prompt a change in
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Converting Biomass to Ethanol
Scientists used SDSC’s DataStar supercomputer to explore ways to improve cellulose
conversion to ethanol for cheap and clean energy. The researchers created a “virtual
molecule” to model the smaller binding module (left) as it searches for and attaches
to a broken strand of cellulose. The larger catalytic module then digests the cellulose
strand, breaking it into smaller sugars which can be fermented into ethanol.
Image: R. Walker and A. Chourasia SDSC/UCSD.

Finding a Foothold on Cellulose
Two snapshots from a simulation of the binding module of the cellulase enzyme complex
attaching to a broken strand of cellulose.
The earlier image (left) shows the module
“searching” randomly for a broken strand. The
later image (right) shows the module bound
to the broken strand, with a fourth amino acid
(orange) unfolding from inside the protein and
coordinating with the surface. In a new insight,
the simulations suggest that identifying the
broken strand occurs via an interactive, induced
fit mechanism. Image: R. Walker & A. Chourasia,
SDSC/UCSD.
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the shape of the binding module so that it straddles the broken
end of the cellulose chain. Binding to the broken chain gives
the enzyme complex a crucial foothold to begin the process of
digesting or “unzipping” the cellulose into sugar molecules.
Finding this induced-fit binding mechanism was a key
insight from the computations, according to SDSC computational scientist Ross Walker, who worked on the research in an
SDSC Strategic Applications Collaboration.

Massive Simulations

To the scientists, the simulation is like a stop-motion film of
a baseball pitcher throwing a curveball. In real-life this process
occurs far too quickly to evaluate visually, but by using the
supercomputer simulations to break the throw down into a
step-by-step process, the scientists can see the precise details of
the role of velocity, trajectory, movement, and arm angle.
To undertake the large-scale simulations, the researchers used the CHARMM (Chemistry at HARvard Molecular
Mechanics) suite of modeling software. One of the first programs developed for modeling the motions and mechanics of
bio-macromolecular systems, CHARMM was
developed by the research group of Harvard
biochemist Martin Karplus and has grown

into a major software suite under continued development by
a large, distributed group of investigators, including Charles
Brooks and colleagues at The Scripps Research Institute (TSRI).
According to the researchers, an accurate understanding of
the key molecular events required the simulations to run for
some six million time steps to span 12 nanoseconds (billionths
of a second), allowing them to capture enough of the motion
and shape changes of the enzyme as it interacted with the cellulose surface.
Twelve nanoseconds is an extremely long time in molecular
terms, and the computation-hungry simulations consumed
some 80,000 processor-hours running on SDSC’s DataStar
supercomputer.
The research was partially funded by the Department
of Energy’s Biomass Program and the National Science
Foundation. To continue their work, the researchers have been
awarded a five year collaborative DOE grant, headed by NREL
and incorporating Charles Brooks at The Scripps Research
Institute, John Brady at Cornell, and Ross Walker at SDSC.
The work will improve the efficiency and scope of CHARMM
in both serial and parallel and continue the biofuels research.

Project Participants
Mark Nimlos, Michael Crowley, William Adney, and
Michael Himmel, DOE/NREL; James Matthews and
John Brady, Cornell; Linghao Zhong, Penn State; Ross Walker
and Mike Cleary, SDSC/UCSD; and Giridhar Chukkapalli,
Sun Microsystems

Related Link
National Renewable Energy Laboratory http://www.nrel.gov/
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A Learning Partnership

Technology enables creative discovery for university students
and kids at a San Diego neighborhood learning center

by Warren Froelich

Learning Computers
In a vibrant partnership with students and staff from UC San Diego and SDSC, kids and young adults in a federally subsidized housing project are learning
video production, animation, programming, and how to create multimedia video games. Photo: Ivan Rosero, UCSD.

I

n Southeast San Diego, the “digital divide” separating the haves and the have-nots in computer literacy
just narrowed a bit. Thanks to a new partnership with
UC San Diego and the San Diego Supercomputer Center
(SDSC), kids and young adults in a federally subsidized housing project are now learning the basics of video production and
editing, animation, programming, and how to create multimedia video games with the latest software.
After-school activities, once dominated by physical play
and games, now see teens and pre-teens working a digital video
camera, constructing a multimedia website, and talking about
the “next step”—building “a virtual world” for a group learning
environment built around a computer game.
“It’s opened up a whole new vision for these kids,” said
Veverly Anderson, youth program coordinator at the Town and
Country Village learning center. “They’re learning the tools of
the Information Age—visualizations, games, scripting—so now
they can see they have the potential to do technical things. And
they’re soaking this all up like a sponge.”
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The project’s inspiration comes from Michael Cole, a professor of Communication, Psychology and Human Development
at UCSD. Last summer, some 10 UCSD students from Sixth
College—which focuses on computer arts and technology—
worked with the Learning Center three days per week as part of
that school’s research requirement.
Cole also has enlisted support from SDSC to help identify
and implement “kid-friendly” software and programming tools
to develop, among other things, interactive computer games
that can be played at a distance across a network.
“We’re providing a basket of activities—tools—that give the
kids ways to create, explore, and learn about things that interest
them. It’s fundamentally the same type of service that SDSC
provides for scientists,” said Diane Baxter, SDSC’s education
director. “It’s just amazing how quickly they adopt the technology skills and start creating their own knowledge with them.”
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A Center of Creativity

Located in what’s known as the Diamond District of Southeast San Diego, the facility opened about a six years ago as part
of the Housing and Urban Development (HUD) Neighborhood Networks Initiative. Managed by developers/owners of
the San Diego Community Housing Corporation, the center
combines two apartments in the 145-unit development.
Once attracting only about 15 to 20 kids per month, the
learning center now draws 30 to 40 youngsters each day.
“Having the UCSD students here, the undergrads and grads
and professors here, helps give the kids the one-on-one attention they need,” said Anderson, known respectfully as “Miss
Veverly.” “Also, it’s inspirational to the kids because they’re now
talking to someone who’s actually in college other than me.
And they’re younger students in college, and they’re happy in
college.
“It’s helping the kids who really don’t have examples. Some
of the parents here went to college, but more didn’t. It’s not the
norm.”
On the front porch, a group of a half dozen or so gathered
around Ali Ozkan, a visual arts major at UCSD, to work on a
rap video using a digital video camera and audio equipment to
learn multimedia skills.
“They expressed interest in doing a rap video and I go with
their interests,” said Ozkan, a fourth-year student. “It’s amazing
how quickly they pick this up. We only have one laptop for
editing and I was showing one of the kids how it’s done, while
another two were just watching, and I wasn’t sure if they were
getting it. The second time around, the other two had a chance
to interact with the computer, and they remembered everything, I didn’t have to tell them a thing.”

Building Relationships

Tommy Ray Douglas, 17, offered a tour of the Center to
a visitor. Entering his senior year at Kearny High, Douglas
needed some geometry tutoring, and about three months ago
Ivan Rosero, a UCSD communication grad student, took him
under his wing.
“The use of technology is only a platform for learning,” said
Rosero, who grew up in similar surroundings during his youth
in Miami, Florida. “If you don’t connect it to people, it doesn’t
matter. You need to build relationships, and technology helps
with that.”
Under Rosero’s tutelage, Douglas’ geometry test scores began
to rise perceptibly and his conversation soon became sprinkled
with concepts and terms from the Information Age, such as
“Dreamweaver,” a software program for web design, and his
vision for a “virtual world” computer game.
Cole said he’ll follow the progress of the learning center
youngsters through student portfolios that are created from
the kids’ own projects, while “Miss Veverly” tracks their report
cards. To provide a record of the project each UCSD student
prepares a field report with their observations, in addition to
their personal reflections on the experience. Cole said he hopes
to expand the program, now funded on a “nickel and dime
basis,” if he can find additional resources.
“This is our way to get our UCSD students out of the multiple choice mode and dealing with real phenomenon that they
read about in their textbooks,” said Cole. “Our social sciences
students deserve this type of practical education to connect the
theories with reality.”

Project Participants
Michael Cole and Ivan Rosero, UCSD;
Diane Baxter, SDSC/UCSD; 		
and Kimberly H. Paul, SDCHC

Related Links
San Diego Community Housing Corporation
http://www.ots-sdchc.org
University-Community Links
http://www.uclinks.org
Professor Michael Cole
http://communication.ucsd.edu/people/f_cole.html

Video Editing
Kids in the Town and Country Village learning center in San Diego learn the tools of
the Information Age, including video editing shown here, quickly adopting the new
technologies and producing their own projects. Photo: Ali Ozkan, UCSD.
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Getting Up Close and Personal
with Antarctic Icebergs

by Paul Tooby

SDSC harvests multidisciplinary data
that sheds light on iceberg ecology
and global climate change

Massive Iceberg
The researchers conducted detailed studies of the biological, chemical, and physical
environment above and below the surface around this enormous iceberg, designated A-52, about 5 km wide by 21 km long. They found zones of abundant marine
life here and around a smaller iceberg only a few kilometers across. Rob Sherlock.

C

limate change is causing Antarctic ice shelves to
shrink and split apart, yielding thousands of free-drifting icebergs in the nearby Weddell Sea. According to a
study in the July 27, 2007 journal Science these floating islands
of ice—some as large as a dozen miles across—are having a major impact on the ecology of the ocean around them, serving as
“hotspots” for ocean life, with thriving communities of seabirds
above and a web of phytoplankton, krill, and fish below.
The icebergs hold trapped terrestrial material, which they release far out at sea as they melt. The researchers discovered that
this process produces a “halo effect” with significantly increased
phytoplankton, krill and seabirds out to a radius of more than
two miles around the icebergs. They may also play a surprising
role in global climate change.
“One important consequence of the increased biological
productivity is that free-floating icebergs can serve as a route
for carbon dioxide drawdown and sequestration of particulate carbon as it sinks into the deep sea,” said oceanographer
Ken Smith of the Monterey Bay Aquarium Research Institute
(MBARI), first author and principal investigator for the
research.
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“While the melting of Antarctic ice shelves is contributing to rising sea levels and other climate change dynamics in
complex ways, this additional role of removing carbon from the
atmosphere may have implications for global climate models
that need to be further studied,” added Smith.

A Wealth of Data

To understand the icebergs’ complex impacts, the multidisciplinary team of researchers carried out the most comprehensive study ever done of individual icebergs and their immediate
environment, taking a wide array of measurements—physical,
biological and chemical, and using satellite images provided by
NASA.
The wealth of diverse data brought new challenges in how to
manage this avalanche of information. “The whole is definitely
greater than the sum of the parts, and to answer questions
across the different areas from ecology to chemistry and climate, scientists need access to all the data,” explained researcher
John Helly, director of the Laboratory for Earth and Environmental Sciences at the San Diego Supercomputer Center
(SDSC) at UC San Diego, who provided the advanced data
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management system. “And we need to reliably harvest this
information at sea, thousands of miles from our shore-based
labs, and to preserve it as a unique snapshot of these iceberg
ecosystems at this point in history.”
Using advanced SDSC-developed technologies including
the SDSC Storage Resource Broker (SRB) data grid system,
Helly collected the data using the SIOExplorer-in-a-Box digital
library and then stored the information in collections at SDSC
for access and analysis by scientists now and in the future.

Iceberg Explorations

Just getting to the icebergs was a challenge. First the
scientists used satellite images to select two icebergs to study
in detail. Then they sailed aboard the Antarctic research vessel
Laurence M. Gould to reach their targets in the remote Weddell
Sea, an arm of the Southern Atlantic Ocean that cuts into the
Antarctic continent southeast of Cape Horn. The icebergs in
the study were up to a dozen miles long and more than 120 feet
high, with one extending nearly 1,000 feet into the depths.
Despite the risks of getting close to these mountains of ice—
which can shed huge pieces or overturn without warning—the
scientists began their shipboard sampling mere hundreds of feet
from the icebergs and continued out to a distance of five miles,
where the icebergs’ influence was no longer detectable.
“Phytoplankton around the icebergs was enriched with
large diatom cells, known for their role in productive systems
such as upwelling areas of the west coast of the U.S. or ice-edge

communities in polar oceans. As diatoms are the preferred food
for krill, we expect the changes in phytoplankton community composition to favor grazing as a key biological process
involved in carbon sequestration around free-floating icebergs,”
said oceanographer Maria Vernet from Scripps Institution of
Oceanography at UC San Diego, one of the members of the
research team.
“We used a small, remotely operated vehicle (ROV) to
explore the submerged sides of the icebergs and the waters
between the bergs and where the ship was, standing off at a safe
distance,” said Bruce Robison of MBARI, an oceanographer
and ROV pilot. “We flew the ROV into underwater caves and
to the undersides of the icebergs, identifying and counting
animals with its color video camera, collecting samples, and
surveying its topography.”
Based on their new understanding of the impacts of the
icebergs and their growing numbers—the researchers counted
close to 1,000 in satellite images of some 4,300 square miles
of ocean—the scientists estimate that overall the icebergs are
raising the biological productivity of nearly 40 percent of the
Weddell Sea’s area.
These preliminary results were gathered as part of a small
exploratory study funded by the National Science Foundation’s
Office of Polar Programs. Many research questions remain to be
answered about the role of icebergs in the pelagic ecosystem of
the Southern Ocean, and the team is funded to continue these
studies in 2008 and 2009.

Project Participants
Kenneth Smith, Bruce Robison, and 		
Henry Ruhl, MBARI; John Helly, SDSC/UCSD;
Maria Vernet, SIO; Ronald Kaufmann, USD;
and Timothy Shaw and Benjamin Twining,
U. So. Carolina.

Related Links
Monterey Bay Aquarium Research Institute
(MBARI) http://www.mbari.org
Scripps Institution of Oceanography
http://scripps.ucsd.edu/
John Helly http://www.sdsc.edu/~hellyj/

Icebergs: Hotspots of Ocean Life
Melting icebergs release trapped terrestrial material far at sea, supporting thriving communities of seabirds
above and a web of phytoplankton, krill, and fish below. Image: Nicolle Rager Fuller, NSF.
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shaking things up
SDSC visualization scientists create “virtual building” to help
engineers understand structural response in earthquake test
by Paul Tooby

T

he powerful earthquake struck suddenly, shaking
the seven-story building so hard it bent, cracked and
swayed in response.
But this was no ordinary earthquake. In a groundbreaking
series of tests, engineering researchers from UC San Diego’s
Jacobs School of Engineering jarred a full-size 275-ton building erected on a shake table, duplicating the ground motion
recorded during the January 17, 1994 Northridge earthquake
in Los Angeles, California.
To record the impact on the building, the structure was
fitted with some 600 sensors and filmed as the shake table
reproduced the earthquake, yielding a flood of data about the
structure including stress, strain, and acceleration—so much
information that engineers were having a hard time making
sense of it all.

A Virtual Building

That’s where visualization experts from the San Diego
Supercomputer Center (SDSC) at UC San Diego came in.
“By recreating the shake table experiment in movies in a virtual environment based on the observed data, this lets engineers
explore all the way from viewing the ‘big picture’ of the entire
building from a 360-degree viewpoint to zooming in close to
see what happened to a specific support,” said SDSC visualization scientist Amit Chourasia. “Integrating these disparate data
elements into a visual model can lead to critical new insights.”
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Added José Restrepo, a professor of structural engineering
at UCSD, “These visualizations give us an intuitive way to see
how the building behaves in our shake table experiments—this
tool will be very valuable in helping us understand the tests in
ways we can’t from traditional approaches, and also in sharing
this research with other engineers and the public.”
The costliest quake in U.S. history, the magnitude 6.7
Northridge event prompted calls for more scientific evaluation of structural elements, leading the engineers to conduct
the building tests on one of the world’s largest shake tables at
UCSD’s outdoor Englekirk Structural Engineering Center.
A paper by Chourasia describing the project was published
in a special graphics issue of ACM Crossroads, the student journal of the Association for Computing Machinery.
In addition to helping engineers understand the earthquake’s impact on the building, the visualizations can also give
researchers a tool to do “what if ” virtual experiments.
“We found that the recorded motion aligns very well with
the movie we created,” said Steve Cutchin, director of Visualization Services at SDSC. “This is important because knowing
the model is accurate means it can be used to take simulated
earthquake data and predict the sensor values—you can ask,
‘What if a larger 7 point earthquake hits?’ and simulate how the
building will shake in response.”
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Cyberinfrastructure for Engineering

To make the visualizations more useful and provide a rich
visual context, the researchers wanted to incorporate recognizable elements from the surroundings, which meant integrating
features from the actual video footage recorded during the test.
“Our goal was to have fidelity not only in rendering quality
but also in visual realism,” said Chourasia. In addition, the
integrated video would let the researchers validate this virtual
reconstruction visually.
Once Chourasia and his colleagues had developed the
building model and animated the deformation caused by the
shaking, they worked to align the virtual camera and lighting
with the real world video camera so that the scene would match
in the recorded footage and the virtual version.
“However, when we tried to composite the actual video
footage, we found that the instruments had sampled the
data at 50 Hertz but the video was recorded at 29.97 Hertz,”
Chourasia explained. “And there wasn’t any timing synchronization between the building sensors and camera.” This posed a
serious hurdle for compositing.
“After viewing the video footage, we noticed that the recording also contained audio data, because the moving building
and shake table make noise, and this proved to be the key.” By
“listening to the building” and analyzing the audio and sensor
signals, the researchers were able to synchronize the video and
instrument data for the visualization.

In the future, the visualization researchers plan to develop
lighting models for more realistic rendering and to find automated ways to match the real and virtual cameras. They are also
distilling lessons learned from this study into requirements for
a visualization workbench for analysis of the dissimilar types of
data that come from structural and seismic experiments.
This research was supported by the National Science
Foundation.

Project Participants
Amit Chourasia, Steve Cutchin, Mike Rossmassler,
Ruben Soto-Alcauter and Andrew Collier, SDSC/UCSD;
José Restrepo and Marios Panagiotou, JSOE/UCSD

Related Links
Shake table Movies
http://visservices.sdsc.edu/projects/nees/movies/combined_640.mov
Shake table visualization project
http://visservices.sdsc.edu/projects/nees/article.php

Virtual Building
(Above) To help UCSD engineers understand how a building shakes in an experimental earthquake, SDSC
experts developed a “virtual building,” recreated from building sensor data and merged with actual video footage for greater realism. The small images show how engineers can view the building from any angle and zoom
in and out, giving them an intuitive tool to understand how the structure responds, and to communicate their
research to colleagues, students, and the public. Image: A. Chourasia, SDSC/UCSD.
Seven Story Test Building
(Left) Engineering researchers from the Jacobs School of Engineering (JSOE) at UC San Diego shook this fullscale building using the university’s large outdoor shake table in a first-of-its-kind earthquake experiment to
test new structural methods that can potentially save lives and property. Photo: JSOE/UCSD.
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Notable Facts about the San Diego Supercomputer Center

SDSC has the largest digital data storage capacity of
any academic center in the world. That’s 25 petabytes (25,000 trillion bytes) of data, the equivalent
of 150,000 desktop hard drives or 1,000 times the
digital text equivalent of the Library of Congress.
UCSD cosmologist Michael Norman has performed
the largest and most complex scientific visualization
of the universe ever using computational resources
at SDSC. The results provide a “reality check” on
theories and observations of the formation of the
early universe, stars, and galaxies. Norman also
simulated the condensation and formation of the
Universe’s first star using an SDSC supercomputer.
In pioneering collaborations with the library and archivist communities, SDSC has gained international
recognition for leadership in developing key data
management infrastructure that provides practical
solutions for preserving vital national collections of
digital data for future generations.
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The Protein Data Bank, which plays a vital role in
biological and medical research, is housed at SDSC
and contains the world’s largest repository of protein
structures. The list of more than 40,000 includes
proteins associated with the common cold, avian
flu, HIV, West Nile virus, Alzheimer’s disease, and a
wide variety of cancers.

SDSC was the first academic supercomputer center
to reach the “teraflops” mark—a trillion calculations
per second.

SDSC is one of the first national supercomputer
centers funded by the National Science Foundation.

SDSC, in collaboration with the American Red
Cross and Microsoft, developed data and technology
for the “Safe and Well” website, used to reconnect
missing friends and relatives during times of disaster
such as hurricanes and tornadoes. The “Safe and
Well” website is hosted at SDSC.

Using SDSC supercomputers, scientists from the
Southern California Earthquake Center have run
the most realistic simulations ever of a magnitude
7.7 quake on the southern San Andreas Fault, giving
new insight into the potential impacts of “the big
one.”

A team of researchers from SDSC, the University of
Kansas, and the Universidad Nacional Autonoma de
Mexico (UNAM) analyzed the potential impacts of
climate change on ecosystems in Mexico, including
1,870 species of mammals, birds and butterflies—
the first such analysis for an entire country.

Hans-Werner Braun, principal investigator of the
High Performance Wireless Education Network
(HPWREN) at SDSC, was one of the principal architects of the NSFNET, which gave rise to today’s
Internet.

UCSD biochemist Susan Taylor led a team that
determined the first crystal structure of a protein
kinase—a signaling protein critical for such processes as memory, hormone responses and cell growth—
whose dysfunction leads to cancer. A milestone
discovery in biology, the research required SDSC
expertise and computing resources, converting
massive amounts of data into an easily understood
3-D visualization.

SDSC has provided data archival facilities and data
management technologies for key collections in the
National Virtual Observatory, the world’s largest
collection of astronomical images, catalogs, measurements, and publications.
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