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KC Claffy Named 2018 π Person
of the Year
KC Claffy has been unanimously chosen
by an internal team as 2018’s π Person of
the Year. This award, now in its fifth year,
recognizes SDSC researchers who have
one ‘leg’ in a science domain and the
other in cyberinfrastructure technology.
As founder and director of the Center for
Applied Internet Data Analysis (CAIDA)

and a resident research scientist at
SDSC, KC is a true Innovator on either
side. She is at the forefront of the
internet science field, while relying
on data management and analytics
cyberinfrastructure now necessary
for such data-intensive research.
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Welcome

This spring has already yielded some very positive results for SDSC, thanks to the efforts of SDSC’s Budget Committee and the input that many of you provided to more
closely align both our 2018/19 fiscal year budget planning and strategic investments
with the needs and priorities of campus.
This was only the second year that SDSC has been part of the formal campus budget
process, and I’m pleased to report that our presentation to campus in April went very
well, as we aligned our areas of future investments with key areas for UC San Diego:
research data management, data-enabled science, research computing, and education
at the undergraduate/graduate/post-doc levels.
The budget process won’t conclude for another month or so, but it’s clear that our
strategic approach is paying off. Because we currently enjoy an overall robust financial
health including operations, recharges, existing contracts and grants, and new funding
sources, we are able to make significant strategic investments from our reserves while
realizing additional savings through ongoing operational efficiencies.
I’ll share more details as we continue to make progress on these fronts. While we are
currently well-positioned, we’re also keeping a keen eye on our sustainability efforts
going forward. Some key numbers:
•

With regard to our national cyberinfrastucture (CI) mission, we currently have 99
active awards totaling almost $150 million.

•

Within our campus CI mission we have a projected $3.9 million in service agreements, including industry collaborations.

•

On the data science front, we have $1.6 million in revenue from Health CI awards,
and stand ready to support new research testbeds and at-scale projects in collaboration with the new Halicioğlu Data Science Institute.

Let me also congratulate KC Claffy for being unanimously chosen by our selection
committee as 2018’s π Person of the year. This award, now in its fifth year, recognizes
SDSC researchers who have one ‘leg’ in a science domain, and the other in cyberinfrastructure technology. KC is of course a superstar – and an innovator – in the internet
data analysis field, while the CI is the data management and analytics tools, etc.,
required for such data-intensive research.
I’d also like to acknowledge the efforts and successes of the entire CAIDA team.
CAIDA’s research in networking and connectivity is analogous to what SDSC as a
whole does in its role as a connector and enabler of computationally-based research
nationally, on campus, and across industry.
This issue’s Staff Innovator section features another fine example of an SDSCer who is
a connector and enabler of research to help advance science and society: Subhashini
Sivagnanam, a key member of our Data Enabled Scientific Computing (DESC) division.
As a scientific computing specialist, Subha is involved in a multitude of projects in a
variety of roles: co-PI, software architect, HPC consultant, and student mentor. Read
more about her on Page 4.

2

Michael L. Norman
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INNOVATIONS IN RESEARCH

SDSC Resources and Expertise Used in New Autism Study
A new study by an international team led by scientists at
UC San Diego’s School of Medicine – using SDSC resources
and expertise – has identified a culprit that may explain some
of the remaining genetic risk for autism: rare inherited variants
in regions of non-coding DNA mutations could come
from fathers who aren’t autistic.

To investigate the other 98 percent of the genome in ASD, Sebat
and his colleagues analyzed the complete genomes of 9,274
subjects from 2,600 families. One thousand were sequenced at
Human Longevity Inc. (HLI) and at Illumina Inc., and DNA sequences were analyzed using SDSC’s Comet supercomputer with
the assistance of SDSC Distinguished Scientist Wayne Pfeiffer
and SDSC Bioinformatics Programmer Analyst Madhusudan
Gujral, who is also a co-author of the paper.

About a decade ago researchers established that gene
mutations appearing for the first time, called de novo mutations, contribute to approximately one-third of cases of autism
spectrum disorder (ASD). Now a new study published in the
online edition of the April 20, 2018 issue of Science, has identified a culprit that differs from known genetic causes of autism
in two important ways.

Using Comet, processing and identifying specific structural variants from a single genome took about 2½ days. “Since Comet
has 1,984 compute nodes and several petabytes of scratch space
for analysis, tens of genomes can be processed at the same
time,” said Pfeiffer. “Instead of months, with Comet we were
able to complete the data processing in weeks.”

First, these variants don’t alter the genes directly but instead
disrupt the neighboring DNA control elements that turn genes
on and off, called cis-regulatory elements or CREs. Second, these
variants don’t occur as new mutations in children with autism,
but instead are inherited from their parents.

The researchers then analyzed structural variants, deleted or
duplicated segments of DNA that disrupt regulatory elements
of genes, dubbed CRE-SVs. From the complete genomes of
families, the researchers found that CRE-SVs that are inherited
from parents also contributed to ASD. “We also found that
CRE-SVs were inherited predominantly from fathers, which was
a surprise,” said co-first author William M. Brandler, a postdoctoral scholar in Sebat’s lab at UC San Diego and bioinformatics
scientist at HLI.

“For 10 years we’ve known that the genetic causes of autism
consist partly of de novo mutations in the protein sequences of
genes,” said Jonathan Sebat, a professor of psychiatry, cellular
and molecular medicine, and pediatrics at UC San Diego School
of Medicine and chief of the Beyster Center for Genomics of

See the full study at https://goo.gl/fH4wMv

Psychiatric Genomics. “However, gene sequences represent only
2 percent of the genome.”
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STAFF INNOVATOR: Subhashini Sivagnanam
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Meet Subhashini Sivagnanam: Scientific Computing
Specialist, HPC Consultant, Student Mentor, and More
By Jan Zverina

Known as Subha to her colleagues, Subhashini Sivagnanam is
part of SDSC’s Data Enabled Scientific Computing (DESC) division.
As a scientific computing specialist, she works on a multitude
of projects in a variety of roles: co-PI, software architect, HPC
consultant, student mentor, and conference coordinator. Subha
currently is co-PI of the Neuroscience Gateway (NSG) funded by
the National Science Foundation. As the project’s main software
architect and developer, she helps translate user requirements
into bonafide research projects of NSG, including ensuring that
neuronal software resources are compatible for use on the NSG.
Subha joined SDSC in 2005 after earning a Master of Science
degree in Computer Engineering from North Carolina State
University the year before.

Q:You wear a lot of hats here at SDSC: software
architect, consultant, collaborator, mentor, just to
name some. How do you balance all of those roles
on a daily or weekly basis?
I try my best to be organized to manage these different roles.
Every week I assess what needs to be done and prioritize my tasks.
I’m a huge fan of ‘to-do’ lists and I stick to my list unless there’s
an urgent task that moves things around a bit. Being surrounded
by incredible people who can assist at any time also helps. During
graduate school, a professor said that the trick to juggling is to
know which ball is glass and which is wood. I think that’s very true
to staying organized.

Q: How did you come to join SDSC? What in
particular attracted you to the Center?
My Masters work was in architecture for parallel processing. After
graduating from NCSU, I applied for an open position at SDSC. The
4

position was filled by an internal candidate. After a month or so,
the hiring manager called me and asked me if I was interested in a
different position. I came to the Center and we talked for an hour
and I was offered the job. I’ve been at SDSC for 13 years now.

capacities, such as understanding and translating the researchers’ requirements into workable solutions for NSG, interacting with the neuronal software developers to optimally install
and disseminate their software through NSG, plus organizing
workshops and seminars. My interest in the field naturally
grew to the point that I’m now working toward my Ph.D. with
a collaborator from SUNY Downstate. Neuroscience research
work is highly interdisciplinary and diverse, which makes it very
fascinating for me.

Q:You’ve guided many researchers – including
budding researchers at the high school and
undergraduate levels – in projects involving
science gateways, software development, and
HPC as part of SDSC’s Summer Institute as well
as the Center’s Research Experience for High
School Students (REHS). What do you find most
rewarding about those activities?

Q: Can you give some examples of HPC-related
projects outside of the neurosciences in which you
have been involved?
Currently I’m involved with the Triton Shared Computing Cluster
(TSCC), helping campus PIs and researchers to use the TSCC resources efficiently. In the past, I’ve been involved with development of meta-scheduling tools for automatic resource selection
on compute resources. I was also the coordinator of a UC-wide
program aimed at introducing supercomputing to new researchers from all domains.

I think the most rewarding part is seeing the students grow,
and sometimes by leaps and bounds! I’m always amazed at a
student’s enthusiasm to learn new things, and how a small act
of guidance can unleash big potential. The students sometimes
send me holiday cards or add me to LinkedIn to let me know
their progress. I recently learned that one of my undergraduate
students started his own company after successfully finishing
his Masters!

Q: What do you enjoy doing when not managing
all your roles here at SDSC?

Q: How did you come to develop such a strong
focus on neuroscience?

My kids are 10 and 6 this year and I enjoy doing various activities with them. My family loves to travel. We try to go to a
couple of national parks every year.

My exposure to neuroscience was through operating and
managing the Neuroscience Gateway. Over the course of six
years, I have routinely interacted with neuroscientists in various

Pictured here in front of the
Triton Shared Computing Cluster,
or TSCC, Subha wears many hats
including that of co-PI of the
Neuroscience Gateway, software
architect, HPC consultant,
student mentor, and conference
coordinator.
To learn more about NSG visit
www.nsgportal.org

Image credit: Jon Chi Lou
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SDSC HEADLINES

The CAIDA AS Core visualization
depicts the Internet’s Autonomous
Systems’ (ASes) geographic locations,
number of customers, and interconnections. Each AS approximately
corresponds to an Internet Service
Provider (ISP).
Credit: CAIDA/SDSC
To view a video snippet about
KC’s research with CAIDA, visit
https://youtu.be/a1rna4La1zE

KC Claffy Named 2018 π Person of the Year
[Continued from page 1]

KC’s research interests span internet topology, routing, security,
economics, future internet architectures, and policy. She leads
CAIDA research and infrastructure efforts in internet cartography,
aimed at characterizing the changing nature of the internet’s
topology, routing and traffic dynamics, and investigating the
implications of these changes on network science, architecture,
infrastructure security and stability, and public policy.
In December 2016 she was named to the second annual “10
Women in Networking/Communications That You Should Know”
list, and she was honored with the Internet Society’s 2017 Postel
Service Award. An adjunct professor of computer science and engineering at UC San Diego, KC has been at SDSC since 1991 and
holds a Ph.D. in Computer Science from the university.
CAIDA was recently awarded a $4 million, five-year National
Science Foundation grant to integrate several of its existing
research infrastructure measurement and analysis components
into a new Platform for Applied Network Data Analysis, or
PANDA. The platform, to include a science gateway component,
is in response to feedback from the research community that
current modes of collaboration do not scale to the burgeoning
interest in the scientific study of the Internet.

“Eventually I think society will need something like a bureau
of internet statistics, some neutral, sustainable entity for datagathering, curation, analysis, presentation, and sharing to support
reproducible scientific studies, informed policy, and even compliance efforts.” says KC. “What we hope to prototype here is a
platform that tackles both technical and privacy challenges to
demonstrate that a diverse set of users can answer important,
complex questions about the internet using data that can be
gathered and integrated from various sources.”
She notes that it helps to be at UC San Diego, a campus with a
rich tradition of interdisciplinary research, a spectacular computer science faculty, and where SDSC offers high-performance
computing facilities and expertise to the CAIDA research group.
“And of course we’re honored to have received over 20 years of
federal R&D funding – grant by grant and contract by contract
– most significantly from the National Science Foundation and
the Department of Homeland Security, to support the research
and infrastructure components that will enable this next step in
CAIDA’s history.”
Learn more about PANDA at (CAIDA) https://goo.gl/YPCQCE
and at (NSF) https://goo.gl/zHkVbv
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RESEARCH NEWS & EDUCATION

Structural Bioinformatics
Attracts Local, National,
International Participants
By Peter Rose
Director, Structural Bioinformatics Lab at SDSC

In early May, the Structural Bioinformatics Lab at SDSC
held its second workshop and hackathon (MMTF-2018),
funded by the NIH’s Big Data to Knowledge (BD2K) program. The workshop focused on high-performance 3D
visualization and data mining of the Protein Data Bank
(PDB), which is housed at SDSC.
Using our recently developed Macromolecular Transmission
Format (MMTF) in conjunction with the Apache Spark largescale distributed data processing engine, the PDB can be mined
interactively.
Based on popular demand, we developed the workshop materials
in Python and deployed our tutorials in Jupyter Notebooks. This
allowed the seamless integration of Structural Bioinformatics
workflows with the rich ecosystem of visualization and machine
learning tools available in Python and the interactive visualization
of results.

Even in that short period of time, the groups developed many
innovative analyses, including the mining of ligands at the lipid
bilayer of membrane proteins, flexibility analyses of binding sites,
shape comparison of 3D structures, and machine learning of
protein stability. Our goal is to productionize these prototypes to
become part of our software stack.
This workshop, and a similar workshop held in 2017, are part of
SDSC’s effort to crowdsource open source next-generation tools
for Structural Bioinformatics. During the last year, many important contributions came from members of the research community, including academic and commercial.

The workshop was attended by 40 local, national, and international graduate students, postdocs, and faculty. The first two days
featured hands-on tutorials about 3D structure visualization,
data mining of the PDB, and machine learning using our MMTFPySpark platform. During the last day participants formed teams
and worked on topics of their choice.

While the workshop could only accommodate 40 out of 142 applicants, all materials have been posted online as a sustainable educational resource for self-learning. Using a beta version of Binder
(a project supported by the Jupyter team), the Jupyter Notebook
tutorials can be run without software installation in a web browser.
Workshop resources in GitHub at https://goo.gl/2hmd28

UC San Diego’s Office of Research Affairs News

What puts the Super in Supercomputer?

Most people working in
research labs at UC San
Diego may not realize
it, but the cost of doing
research on campus isn’t
completely covered by the
grants and contracts that the university receives.

Faster processing speeds, extra memory, and super-sized storage
capacity are what make supercomputers the tools of choice for many
researchers. Online publication Science Node recently toured SDSC’s
data center, which houses the Comet and Gordon supercomputers.
The article includes a video in which Robert Sinkovits, SDSC’s Director
of Scientific Computing Applications, talks about advances in
supercomputers and their expanding use among researchers in both
traditional and non-traditional science domains.

Watch a video to learn why at https://youtu.be/vQLD5v_0C-k

Read and watch more at https://goo.gl/2oWhZD
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SDSC INDUSTRY PARTNERS NEWS

SDSC’s Industry Partners Program
Announces Technology Forum Roundtables
Beginning this month, our Industry
Partners Program (IPP) will offer a new
series of activities aimed at fostering
industrial research engagements, including quarterly breakfast roundtables that
will initially focus on high-performance
computing in the life sciences and challenges associated with moving massive data sets long distances for optimal analysis.

Learn about Industry Relations
https://industry.sdsc.edu

The IPP serves as a gateway for companies looking to further develop or augment
expertise in specific parts of today’s high-tech economy. IPP offers multiple levels of
engagement opportunities through its Technology Forum, Supporter/Partner level
research collaborations, Advanced Technology Lab, training, and other activities.
The Technology Forum is an annual, fee-based program that offers member companies access to SDSC researchers through roundtable conversations and other activities
covering the latest technologies and research in high-performance computing, data
science, and related areas. Members and prospective members are invited to attend
the breakfasts listed below. Full details of these events and others are available at
https://industry.sdsc.edu/events
High-Performance Computing and Storage Trends in Life Sciences
Thursday, May 24, 8:30 – 10:30 a.m.
Join SDSC Director of Scientific Computing Applications, Robert Sinkovits, for an
overview and discussion of key trends and challenges for high-performance computing and storage in life sciences research.
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Distributed, National-Scale Data Caching Platform for Big Data
Thursday, June 14, 8:30 – 10:30 a.m.
UC San Diego Professor of Physics and SDSC Distributed High Throughput Computing
Lead, Frank Würthwein, will discuss a global data federation platform developed
for the high energy physics community comprising ~150 petabytes of data worldwide. This state-of-the-art technology supports moving very large data sets to HPC
resources around the world to provide for data analysis using optimal resources.
Companies that SDSC has collaborated with recently include genomics startups
Arima Genomics and Human Longevity, Dell, interconnect startup GigaIO, computing startup Memcomputing, and flash storage technology company Weka.io. SDSC
experts have collaborated with a number of early-stage technology companies to
benchmark and evaluate their technologies in a practical setting, providing valuable feedback to companies as they tailor their technology for the marketplace.
We look forward to seeing you at the breakfasts, and answering your questions.
Ron Hawkins
SDSC Director of Industry Relations

