CS 505  Quiz# 2 ,  3/4/02       NAME:solution

(You have total of 9 questions. All questions, except question#2, are worth 10 points. Question#2 is worth 20 points. Answer either Fortran or C code questions.)

Q1. What is wrong in the pseudo code below assuming that it wants to call work with variable I where I goes from 0 to np-1? Explain in words how you would correct that?

Fortran version:


np = omp_get_num_threads()

!$omp parallel do schedule(static)


do I = 0, np-1



call work(I)


end do

!$omp end parallel do

C version:

np = omp_get_num_threads() ;

#pragma omp parallel for schedule(static)

  for (I=0; I<np; I++)

    work(I);

Ans 1. omp_get_num_threads() is only valid within a parallel construct. So

it needs to be  moved inside the parallel loop.

Q2. Parallelize the following serial program without using the reduction directive. (you can use the last page to do this)

Fortran version:

k=0

do i = 1, 100000


k = k + i 

end do

print*, k

end

C version:

main()

{


int i, k = 0;


for (i = 1; i <= 100000; i++) {

k = k + i  ;}


printf("%d\n", k);

}

Ans 2. Fortran :

k=0

!$omp parallel private(k_local) shared(k)


k_local = 0
!$omp do

do i = 1, 100000



k_local = k_local + i 

end do

!$omp critical

k = k + k_local
!$omp end critical

!$omp end parallel

print*, k

end

C version:

main()

{


int i, k = 0, k_local;

#pragma omp parallel private(i, k_local) shared (k)

{
k_local = 0 ;

#pragma omp for 


for (i = 1; i <= 100000; i++) {

k_local = k_local + i  ;}


#pragma omp critical


k = k + k_local ;

}


printf("%d\n", k);

}

Q3. (The copyin clause provides a mechanism to assign the same value to threadprivate variables for each thread in the team executing the parallel region. For each variable specified in a copyin clause, the value of the variable in the master thread of the team is copied to the thread-private copies at the beginning of the parallel region.) What will be the printed value of j in the following program:

Fortran version:


common /blk/ j

!$omp threadprivate (/blk/)


j = 1

!$omp parallel copyin(j)

!$omp master


j = 2

!$omp end master

!$omp end parallel


print*, j


end

C version:

int j;

#pragma omp threadprivate(j)

int main(){


j = 1;


#pragma omp parallel copyin(j){



#pragma omp master



j = 2 ;


}


printf("j= %d\n", j); }

Ans 3. All the threads copyin the value of j=1 within the parallel construct and then within it master thread sets j = 2. After the parallel construct the master thread prints, so it will print j = 2

Q4. How will the result of the code in question 3 be affected if the 'master' directive is changed to 'single' ? 

Ans 4. For single directive one of the threads will set j =2, but we don't know which thread it is. So j is indeterminate outside the parallel construct.

Q5. What kind of scheduling will you suggest for the following and why?

Fortran version:


subroutine sub_5(a,b,n)


real a(n,n), b(n,n)

!$omp parallel

!$omp& shared(a,b,n)

!$omp& private(i,j)

!$omp do schedule ( ???? )


do i = 2, n



do j = 1, i




b(j,i) = (a(j,i) + a(j,i-1)) / 2.0



end do


end do

!$omp end do nowait

!$omp end parallel


end

C version:

void sub_5(float a[][], float b[][], int n)

{


int i, j ;


#pragma omp parallel shared(a,b,n) private(i,j)


{


 #pragma omp for schedule ( ???? ) nowait


 for (i = 1; i < n; i++)


  {


   for (j = 0; j <= i; j++)


   b[j][i]=(a[j][i] + a[j][i-1])/2. ;


  }


}

}

Ans 5 . Since amount of work in each iteration is different, we would use schedule(dynamic,1).

Q6. Below is a correct serial pseudo code (choose either Fortran or C code)

void ccode( float a[], float b[], 
subroutine fcode

float c[], int n)



integer n

{  
float x, y ;



real a(n), b(n), c(n), x, y


int i;



do i = 1,n


for (i = 0 ; i < n ; i++ ) {

x=a(i) - b(i)



x = a[i] - b[i] ;



y=b(i) + a(i)



y = b[i] + a[i] ;



c(i) = x * y



c[i] = x * y ;



end do


}




end

 }

The codes are parallelized using OpenMP as follows :

void ccode( float a[], float b[], 


subroutine fcode

float c[], int n)


integer n

{  
float x, y ; int i;


real a(n), b(n), c(n), x, y

#pragma omp parallel for \


!$omp parallel do shared(a,b,c,n,x,y) 

shared(a,b,c,n,x,y) private(i)


!$omp private(i)






do i = 1,n


for (i = 0 ; i < n ; i++ ) {



x=a(i) - b(i)



x = a[i] - b[i] ;



y=b(i) + a(i)



y = b[i] + a[i] ;



c(i) = x * y



c[i] = x * y ;


end do


}



!$omp end parallel do

}

What is wrong in the parallel OpenMP code that will prevent it from producing correct result like the serial code and how will you correct that?

Ans 6.  We need to declare x and y to be private.

Q 7. What is the maximum speedup possible in the following code when run on multiple threads? Explain in words how can you rewrite the code to increase the limit of this maximum speedup?

Fortran version:


subroutine sub_a(a,b,c,d,m,n)


real a(n,n), b(n,n), c(m,m), d(m,m)

!$omp parallel

!$omp& shared(a,b,c,d,m,n)

!$omp& private(i,j)

!$omp section


do i =2, n



do j = 1, i




b(j,i) = ( a(j,i) + a(j,i-1) )/ 2.



enddo


enddo

!$omp section


do i =2, m



do j = 1, i




d(j,i) = ( c(j,i) + c(j,i-1) )/ 2.



enddo


enddo

!$omp end sections nowait

!$omp end parallel


end
C version:

void sub_a (float a[]; float b[]; float c[]

float d[], int n int m)

{

 int i, j;

 #pragma omp parallel shared(a,b,c,d,n,m) private(i,j)

   {


#pragma omp sections nowait


{


  #pragma omp section


  for (i = 1; i < n; i++)


  {


    for (j = 0; j <= i; j++)


    b[j][i]=(a[j][i] + a[j][i-1]) / 2.;

                     }

    #pragma omp section


      for (i = 1; i < m; i++)



{



for (j = 0; j <= i; j++)



d[j][i]=(c[j][i] + c[j][i-1]) / 2.;

                     }

     }

   }

}

Ans 7.  Since there are two omp section directives in the code, the code can atmost get speedup of 2, no matter how many threads you run it on. By parallelizing the loops, using omp parallel for/do, we can increase speedup.

Q 8. What is wrong in the following pseudo code ? 
 C : 

 void ccode (int n)

   {
     #pragma omp parallel
        {
            #pragma omp critical
            {

      

work1( ) ;
                 #pragma omp barrier
                  work2( );
              }

          }

      }

Fortran :

subroutine fcode (n)
!$omp parallel

!$omp critical

 

 call work1( )

!$omp barrier

 

 call work2 ( )


!$omp end critical


!$omp end parallel

end
return

Ans 8.  A barrier is called from within critical region, so there is a deadlock since no other thread can reach the barrier.
 Q9.  If the following code fragment is run on 4 processors, how many times will each print statement be executed:

C :

printf(“Print # 1\n”);

#pragma omp parallel

{

printf(“Print #2\n”);

#pragma omp for

for (i=0;i<40;i++) {

   printf(“Print #3\n);

   }

printf(“Print #4\n”);

}

Fortran : 


 
print*, ‘Print # 1’

!$omp parallel


print*, ‘Print #2’
!$omp do


do j = 1, 40



print*, ‘Print #3’


enddo


print*, ‘Print #4’


end

Ans 9. 'Print #1' will be printed once. 'Print #2' will be printer 4 times. 'Print #3' will be prited 40 times.'Print #4' will be printed 4 times.

