
 
 
 
 
 
 

 
 

UNIVERSITY OF CALIFORNIA, SAN DIEGO 
 
 
 

Scalable Dynamic Instrumentation for Large Scale Machines 
 
 
 

A thesis submitted in partial satisfaction of the  

requirements for the degree Master of Science 

 
 

in  
 
 

Computer Science 
 

 
by 
 
 

Gregory Lee 
 
 
 
 
 
 

Committee in charge: 
 

Professor Allan Snavely, Chair 
Professor Scott Baden 
Professor Sid Karin 

 

2006

Created by ActMask ALL2PDF PDF Creator. Buy it to remove this mark. http://www.all2pdf.com

http://www.all2pdf.com


 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Copyright 

Gregory Lee, 2006 

All rights reserved 

Created by ActMask ALL2PDF PDF Creator. Buy it to remove this mark. http://www.all2pdf.com

http://www.all2pdf.com


 iii 

 
 
 
 
 
 
 
 
 
 
 
 

  The thesis of Gregory Lee is approved: 
 
 
 

___________________________________________ 
 
 

___________________________________________ 
 
 

___________________________________________ 
                                                                                         Chair 

 
 

University of California, San Diego 
 
 

2006 
  
 
 
 
 
 
 
 
 
 
 
 
 
 

Created by ActMask ALL2PDF PDF Creator. Buy it to remove this mark. http://www.all2pdf.com

http://www.all2pdf.com


 iv 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

To everyone who believed in me and gave me a chance to succeed. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Created by ActMask ALL2PDF PDF Creator. Buy it to remove this mark. http://www.all2pdf.com

http://www.all2pdf.com


 v 

TABLE OF CONTENTS 
 

Signature Page .........................................................................................................   iii 
 

Dedication ................................................................................................................   iv 
 

Table of Contents .....................................................................................................    v 
 

List of Figures .........................................................................................................   vii 
 

List of Tables ............................................................................................................   ix 
 

Acknowledgments ...................................................................................................    x 
 

Abstract of the Thesis ...............................................................................................   xi 
 

Chapter 1  Introduction ...........................................................................................    1 
 

Chapter 2  Machine Descriptions ...........................................................................    4 
 2.1 Blue Gene/L ...........................................................................................    4 
  2.1.1 Unclassified Blue Gene/L .......................................................    6 
 2.2 The Multiprogrammatic Capability Cluster ...........................................    6 

 
Chapter 3  Dynamic Instrumentation .....................................................................    8 
 3.1  DynInst ................................................................................................    9 
 3.2  The Original Dynamic Probe Class Library .......................................   11 

 
Chapter 4  Modifications ........................................................................................   15 
 4.1  DynInst Modifications ........................................................................   16 
 4.2  The MRNet Communication Library ..................................................   17 
  4.2.1  MRNet Modifications ..........................................................   20 
 4.3  DPCL Front-End Modifications ..........................................................   22 
 4.4  DPCL Daemon Modifications ............................................................   25 

 
Chapter 5  Performance ..........................................................................................   29 
 5.1  MRNet Performance ...........................................................................   31 
  5.1.1  Latency .................................................................................   32 
  5.1.2  Scalability on MCR ..............................................................   33 
  5.1.3  Scalability on uBG/L ...........................................................   40 
  5.1.4  MRNet Performance Conclusions .......................................   43 
 5.2  DPCL Performance .............................................................................   43 
  5.2.1  Blocking Command Latency ...............................................   44 
  5.2.2  Master Daemon Optimization ..............................................   45 
  5.2.3  Blocking Connect Latency ...................................................   47 
  5.2.4  DPCL Performance Conclusions .........................................   50 

 

Created by ActMask ALL2PDF PDF Creator. Buy it to remove this mark. http://www.all2pdf.com

http://www.all2pdf.com


 vi 

Chapter 6  Interface Extension ...............................................................................   51 
 6.1 Implementation ......................................................................................   51 
 6.2 Potential Uses ........................................................................................   53 

 
Chapter 7  Load Balance Tool ...............................................................................   54 

 
Chapter 8  Conclusions and Future Work ..............................................................   58 

 
Bibliography ............................................................................................................   61 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Created by ActMask ALL2PDF PDF Creator. Buy it to remove this mark. http://www.all2pdf.com

http://www.all2pdf.com


 vii 

LIST OF FIGURES 
 

Figure 1: DynInst trampoline code ..........................................................................   11 
 

Figure 2: The original DPCL structure ...................................................................   12 
 

Figure 3: The MRNet tree topology.  Additional levels of MRNet Internal Processes 
may be added ...........................................................................................................   18 

 
Figure 4: The MRNet DPCL structure on the full Blue Gene/L system.  Additional 
layers can be added between the Front End and the I/O nodes ...............................   28 

 
Figure 5: The DPCL structure on uBG/L with n compute nodes ...........................   30 

 
Figure 6: The DPCL structure on MCR with one task per compute node and n 
compute nodes .........................................................................................................   31 

 
Figure 7: The DPCL structure on MCR with two tasks per compute node and n 
compute nodes .........................................................................................................   31 

 
Figure 8: MRNet’s scalability with and without a data aggregation filter on MCR with 
one task per compute node.  The results corresponding to the sum filter are denoted 
with an F in the legend ............................................................................................   35 

 
Figure 9: The speedups obtained by using the sum filter on MCR with one task per 
compute node ..........................................................................................................   36 

 
Figure 10: MRNet’s scalability with and without a data aggregation filter on MCR 
with two tasks per compute node.  The results corresponding to the sum filter are 
denoted with an F in the legend ..............................................................................   37 

 
Figure 11: The speedups obtained by using the sum filter on MCR with two tasks per 
compute node ..........................................................................................................   38 

 
Figure 12: MRNet’s scalability on MCR with two tasks per each 128 compute nodes, 
comparing different tree topologies.  8x16 represents 8 nodes in the tree, each 
connected to 16 DPCL daemons.  The results are given with and without the sum 
filter, with the results corresponding to the sum filter denoted with an F in the  
legend ......................................................................................................................   39 

 
Figure 13: MRNet’s scalability without a data aggregation filter on uBG/L ..........   41 

 
Figure 14: MRNet’s scalability with a data aggregation filter on uBG/L ...............   42 

 
Figure 15: The speedups obtained by using the sum filter on uBG/L .....................   42 

 

Created by ActMask ALL2PDF PDF Creator. Buy it to remove this mark. http://www.all2pdf.com

http://www.all2pdf.com


 viii 

Figure 16: The latency of a simple DPCL blocking command on MCR ................   45 
 

Figure 17: The latency of a simple DPCL blocking command on uBG/L ..............   45 
 

Figure 18: The master daemon optimization results for MCR ................................   46 
 

Figure 19: The master daemon optimization results for uBG/L .............................   47 
 

Figure 20: The DPCL blocking connect latency for MCR .....................................   48 
 

Figure 21: The DPCL blocking connect latency for uBG/L ...................................   49 
 

Figure 22: (a) The main work loop of the test code.  (b) The test code after the first 
round of dynamic instrumentation.  (c) The test code after the second round of 
dynamic instrumentation .........................................................................................   55 

 
 
 
 
 

Created by ActMask ALL2PDF PDF Creator. Buy it to remove this mark. http://www.all2pdf.com

http://www.all2pdf.com


 ix 

LIST OF TABLES 
 
 
Table 1: The MRNet latency for various machine configurations.  In the second 
column, MCR is characterized by the number of compute nodes, while uBG/L is 
characterized by the number of I/O nodes ..............................................................   33 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Created by ActMask ALL2PDF PDF Creator. Buy it to remove this mark. http://www.all2pdf.com

http://www.all2pdf.com


 x 

ACKNOWLEDGEMENTS 
 

 I would first like to thank Dong Ahn, Bronis de Supinski, and Martin Schulz 

for dreaming up this project and letting me be a part of it.  They were all integral in 

laying out the plans and helping me overcome some of the major obstacles.   

 I am gracious to Allan Snavely for his input on my work and ideas for my 

thesis.  His enthusiasm for supercomputing was the initial spark that lit my interest in 

this discipline.  I would also like to thank my committee members, Sid Karin and 

Scott Baden for their interest in this work. 

 I owe thanks to Phil Roth for helping me better understand MRNet and for 

resolving the issues that I encountered.  Thanks also to Dorian Arnold who was 

helpful in answering my questions about MRNet. 

 I would also like to thank Barry Rountree who was always open to answering 

my questions and for his work with DynInst.  I would also like to express gratitude for 

Steven Ko and his help on this project. 

  

 
 
 
 
 
 
 
 
 
 
 
 
 

Created by ActMask ALL2PDF PDF Creator. Buy it to remove this mark. http://www.all2pdf.com

http://www.all2pdf.com


 xi 
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Dynamic instrumentation is a powerful method of program analysis that allows 

for the modification of a running application.  This method is attractive because it 

allows instrumentation to be added and removed at runtime, without having to 

recompile, re-link, or even restart the application.  These qualities are particularly 

attractive for parallel applications which are often characterized by long compile times 

and runtimes that can span hours or even days.  The Dynamic Probe Class Library 

(DPCL) is an API that has the ability to dynamically instrument an entire parallel 

application.  The original implementation of this library was not designed to scale to 

today’s current parallel architectures, such as Blue Gene/L, which can have tens of 

thousands of compute nodes.  This thesis presents a redesign of DPCL which 

integrates a communication layer with multicast and reduction functionality and 

allows for greater process control via MPI communicator-like groupings termed 

contexts.  The performance results of this new implementation exhibit its ability to 

scale to large parallel application process counts.  A simple tool demonstrates DPCL’s 

ability to uncover performance characteristics, such as scalability and load balance, of 

parallel applications. 
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Chapter 1 

Introduction 

Dynamic instrumentation has the ability to modify running code without 

having to recompile, re-link, or restart the application.  In addition, instrumentation 

can be added and removed at any time.  These properties make dynamic 

instrumentation an attractive technique for gathering performance data from parallel 

applications.  In addition to saving time by avoiding a recompile, dynamic 

instrumentation does not require modification of the source code or binary executable.  

Rather it directly modifies the program image in memory.  Restarting a parallel 

application may not be a viable option as some codes can run for several days and 

machine time may be scarce.  The ability to add and remove instrumentation enables 

selective instrumentation in both time and space, thus with minimal performance 

impact on the application. 

Many dynamic instrumentation infrastructures are built on the functionality of 

DynInst [4], an API that allows arbitrary snippets of code to be inserted into a running 

application.  One such infrastructure is the Dynamic Probe Class Library (DPCL) [2], 

which provides a higher level of abstraction to DynInst’s functionality, including the 

ability to instrument all of the processes in a parallel application.  DPCL provides a 

machine independent interface, allowing tools built on DPCL to be easily ported 

across platforms.  This property makes DPCL a popular choice to build tools for 

analyzing and debugging parallel applications.   
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While DPCL provides a machine independent API that allows tools to be 

easily ported across platforms, the DPCL infrastructure itself does not work for some 

of today’s current parallel architectures.  Most notably, the 65,536 compute node Blue 

Gene/L (BG/L) [11] presents an architecture that does not support the original DPCL 

implementation.  A problem unique to BG/L (and perhaps future architectures) is the 

custom operating system running on the compute nodes that does not support 

multitasking or even multithreading.  Thus, BG/L’s compute nodes do not support 

DPCL’s/DynInst’s typical daemon based implementation, where the tool runs daemon 

processes on the compute nodes along with the application processes.  These daemons 

are responsible for inserting and removing instrumentation on behalf of the tool.  A 

more general problem with the original DPCL implementation is its inability to scale 

to large processor counts.  This stems from the fact that the original DPCL 

implementation required the tool to connect directly to each daemon, i.e. requiring one 

connection per compute process.  At large scale, this topology creates a bottleneck at 

the tool. 

DPCL only supports instrumentation at the granularity of a single process or at 

granularity of the entire application.  It does not provide direct support for the 

instrumentation of any other subset of processes.  As such, a tool must either suffer the 

performance consequences of instrumenting the entire parallel application or manage 

the individual processes itself.  To address this shortcoming, an interface extension is 

presented which allows for the creation of arbitrary subsets of processes, termed 

contexts.   
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This thesis presents a new implementation of the Dynamic Probe Class 

Library, with the ultimate goal of scaling to the 65,536 compute node Blue Gene/L.  

With such a large machine in mind, all design decisions must focus on well-organized 

management of data, efficient communication, and minimization of overheads.  The 

end result provides a framework that can efficiently instrument a parallel application 

at runtime and can help unveil some of the inherently complex behaviors of a parallel 

application. 

Chapter 2 will give an overview of the Blue Gene/L system.  Chapter 3 will 

discuss dynamic instrumentation and the Dynamic Probe Class Library.  Chapter 4 

presents the modifications to the DPCL infrastructure.  Performance results are 

presented in Chapter 5.  Chapter 6 discusses an interface extension to DPCL.  Finally, 

Chapter 7 demonstrates the power of DPCL on a test application. 
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Chapter 2 

Machine Descriptions 

 While the ultimate goal is to provide a scalable implementation of the 

Dynamic Probe Class Library on Blue Gene/L, this implementation also aims to be 

functional on other large scale machines as well.  In addition, access to the full 65,536 

compute node Blue Gene/L system requires security clearance that this thesis’ author 

does not have.  Thus, while the design decisions will focus on Blue Gene/L, 

performance results are presented for the 1,024 compute node unclassified Blue 

Gene/L and the 1,152 compute node Multiprogrammatic Capability Cluster. 

 

2.1 Blue Gene/L  

Blue Gene/L (BG/L) is a massively parallel computer system at the 

Department of Energy’s Lawrence Livermore National Laboratory (LLNL) capable of 

hundreds of teraflops.  Its design, developed jointly by LLNL and IBM, is a shift from 

previous supercomputers that are built from the fastest general purpose commodity 

processors available.  BG/L on the other hand is built of relatively slow embedded 

processor cores, providing an attractive cost performance ratio as well as modest 

power and cooling requirements.  These modest requirements allow BG/L to scale to a 

much larger number of compute nodes than traditional supercomputers.   

BG/L is composed of 65,536 compute nodes, each compute node consisting of 

a pair of 700 MHZ PowerPC 440 processors.  These processors are further 
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characterized by their dual floating point units.  This architecture leads to a theoretical 

peak performance of 367 teraflops.  The BG/L compute nodes are connected by 

several networks including a 3 dimensional torus network for point to point 

communication and a combining tree network for collective communication. 

The BG/L compute nodes run a custom lightweight kernel that does not allow 

multi-tasking and directly implements only light-weight system calls.  This requires 

many system calls to be “function shipped” to an associated I/O node, which is also 

responsible for all of the compute nodes’ external communication such as file I/O and 

TCP socket connectivity.  Each I/O node has the same dual processor architecture as 

the compute nodes and runs a restricted operating system based on Linux.  BG/L’s 

architecture allows each I/O node to manage between 8 and 128 compute nodes.  In 

the LLNL configuration, there are 1024 I/O nodes, each managing 64 compute nodes.  

Each I/O node runs a daemon, known as the CIOD, that is responsible for 

communication between the front-end and compute nodes, executes system calls on 

behalf of the compute nodes, and provides I/O access to applications.  The CIOD also 

allows a tool to start and control one additional I/O node daemon. This daemon can 

communicate with the CIOD to control the application processes running on the 

compute nodes.  

BG/L’s design presents many challenges to porting existing tool infrastructures 

such as DPCL.  For one, the single threaded compute nodes do not allow any tool 

daemon processes to run along with the application processes.  As such, these 

daemons must be run remotely on the I/O nodes.  This problem is further exaggerated, 

as only a single daemon can be run on the I/O node, and hence must be able to manage 
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multiple compute node processes.  Furthermore, any debugging tool must be modified 

to interface with the proprietary CIOD debugger.  Finally, BG/L’s compute nodes do 

not allow dynamic loading.  Hence, any functionality required at runtime must be 

statically linked to the application at link time.   

 

2.1.1 Unclassified BlueGene/L 

The unclassified Blue Gene/L (uBG/L) is a 1024 node system with the same 

architecture as the full BG/L system.  The main difference is that uBG/L is richer in 

I/O nodes, with each I/O node managing eight compute nodes.  uBG/L serves as a test 

bed for the full BG/L system.  This system supports two partition sizes, the full 1024 

compute nodes or half the system with 512 compute nodes.  Jobs are not restricted to 

the full partition sizes and can optionally specify, through a mapping of 3D torus 

coordinates, where to launch each process. 

 

2.2 The Multiprogrammatic Capability Cluster 

The Multiprogrammatic Capability Cluster (MCR) [15] has a more 

conventional parallel architecture than BG/L.  Specifically, it is a Linux cluster 

composed of 1,152 dual 2.4 GHz Pentium 4 Xeon processor compute nodes.  Each 

compute node is equipped with 4 GB of memory.  This architecture leads to a peak 

11.2 teraflops.  

  MCR employs a Quadrics QsNet Elan3 high bandwidth, low latency network.  

This network is configured as a two-stage, fat tree, federated switch.  This network 
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configuration was chosen for both its high performance and relatively low cost.  The 

Quadrics QsNet Elan3 is capable of delivering bandwidths over 300 megabytes per 

second with a latency under five microseconds.  

MCR runs the Clustered High Availability Operating System (CHAOS) [16], 

based on Red Hat Linux [17].  CHAOS has several modifications and additions to Red 

Hat.  First, the kernel is modified to support both the high performance hardware and 

the software infrastructure at the Lawrence Livermore National Laboratory.  Second, 

CHAOS adds support for parallel application development and management, such as 

compilers, parallel job launch, and cluster resource management.  These additional 

features required some of the existing Red Hat packages to be modified to support the 

additions. 

MCR allows either one or two application processes to be launched on each 

compute node.  Furthermore, these compute nodes do support multithreading and 

multi-tasking, thus unlike BG/L, do allow tool daemons to run along with the 

application processes.  Also in contrast to BG/L, the compute nodes do support the 

dynamic loading of code modules and libraries. 
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Chapter 3 

Dynamic Instrumentation 

A typical method to gather performance data is to modify the source code, re-

compile and re-link the code, and restart the application.  However, this method can be 

extremely costly for parallel applications, which are often characterized by long 

compile times and run times that can span over several hours or even days.  Static 

code instrumentation can eliminate the long compile times, but still requires the 

application to be restarted.  Furthermore, it may not always be clear which 

performance data is of interest.  With static code instrumentation, one has two choices, 

gather various data over several runs, or instrument all points of interest in a single 

run.  The former solution suffers from the necessity to perform multiple runs, while 

the latter may add excessive overhead, thus leading to less accurate data or 

unacceptable performance. 

Dynamic instrumentation is an attractive solution to gathering performance 

data.  This method allows running code to be modified without having to change the 

source code, re-compile, re-link, or restart the application.  Dynamic instrumentation 

is also less intrusive on the application as instrumentation is added only where and 

when needed and can be removed when it is no longer necessary.  These properties 

allow a tool to use runtime gathered data to make instrumentation decisions during the 

same execution of the application.   

The time saving qualities and flexibility of dynamic instrumentation make it an 

attractive technique for gathering performance data from parallel applications.  In 
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particular, avoiding a restart of the parallel application has major benefits.  Some 

parallel codes can run for several hours or even days.  Restarting such an application 

has obvious time implications, but can be even more detrimental when considering 

that machine time can be scarce and costly.  Dynamic instrumentation’s ability to 

make runtime decisions makes it possible to gather all performance data of interest in 

a single run, saving both time and money. 

The flexibility of dynamic instrumentation also allows a tool to make program 

modifications at runtime.  One useful application of runtime modifications is 

performance steering.  After gathering performance data, a tool could use dynamic 

instrumentation to modify the actual execution of the application.  This 

instrumentation could optimize the execution of the code or even change the 

computation altogether. 

 

3.1 DynInst   

 DynInst allows programs to insert code into a running application.  DynInst 

presents an API that is both simple and powerful through a set of abstractions.  It 

provides two main abstractions known as points and snippets.  Points are simply the 

locations in a program where instrumentation can be inserted.  Snippets are the 

abstraction for the code that can be inserted at the points.  Instead of requiring 

instrumentation to be written in machine or assembly language, DynInst uses an 

intermediate representation via an abstract syntax tree.  More complex code can be 

defined as new subroutines, to which DynInst can dynamically link and call from the 

application.   
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A “mutator” program running DynInst first attaches to a running application, 

or “mutatee."  This attach allows the mutator to control the execution of the mutatee.  

The mutator then gathers what is known as the program image, which is a static 

representation of the application.  The mutator must also create two large arrays in the 

application’s address space so that it can later dynamically allocate memory for 

instrumentation variables and code.   

 Using the program image, the mutator program can identify all possible 

instrumentation points.  The mutator can then create a snippet, an abstract 

representation of the instrumentation code, to be inserted into the mutatee.  The 

snippet is compiled into machine language and copied into one of the previously 

mentioned arrays in the application’s address space.  In order for the new code to be 

executed, DynInst uses trampoline code, pictured in Figure 1.  The instruction at the 

instrumentation point is replaced by a jump to a base trampoline.  The base trampoline 

then jumps to a mini-trampoline that starts by saving any registers that will be 

modified.  Next, the instrumentation is executed.  The mini-trampoline then restores 

the necessary registers, and jumps back to the base trampoline.  Finally, the base 

trampoline executes the replaced instruction and jumps back to the instruction after the 

instrumentation point.   
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Figure 1: DynInst trampoline code. 

 
DynInst provides a machine independent interface that allows tools built on 

DynInst to be ported to other machines.  As such, DynInst is used in several projects 

including Paradyn [10], the Tuning and Analysis Utilities (TAU) [12], and the 

Dynamic Probe Class Library (DPCL).   

 

3.2 The Original Dynamic Probe Class Library 

 The Dynamic Probe Class Library is an API built on top of DynInst that 

provides a higher level abstraction to DynInst’s dynamic instrumentation capabilities.  

One important addition is the ability to instrument multiple nodes in a parallel 

application.  Another feature is the abstraction, known as a probe, for defining 

instrumentation.  DPCL probes are created with C-like expressions, providing a more 

familiar interface to instrumentation; as opposed to DynInst's abstract syntax trees.  

DPCL also adds functionality that allows probes to send data to the user tool.   

 The overall DPCL structure for parallel applications can be seen in Figure 2.  

DPCL uses daemon processes on the compute nodes to perform tasks that cannot be 
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performed remotely from the front-end node.  Using the DPCL library, a user tool 

running on a front-end machine activates a super daemon on each node that runs a 

process of the parallel application.  The super daemon establishes a socket connection 

with the tool and authenticates the user, ensuring that the user has permission to 

instrument the requested process.  The super daemon then creates a DPCL daemon for 

each application process on the node.  Once created, each DPCL daemon must open a 

socket connection to the user tool to receive commands.  The tool can then issue the 

command to attach to the application process.  Once this is done, the user/tool can 

send requests to the daemon to add or to remove instrumentation.  These requests are 

translated by the daemon into DynInst calls that actually insert the instrumentation 

into the application.   

 
Figure 2: The original DPCL structure. 
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DPCL provides three types of probes.  The first type is known as a point probe.  

These probes can be placed in a fixed set of locations within the application, such as 

before and after function calls.  Point probes are executed every time the program’s 

execution reaches the specified instrumentation point.  The second type is a phase 

probe, which is designed to execute upon the expiration of a specified timeout value.  

The third type, one shot probes, are executed immediately and automatically removed 

after execution.  All three probe types are capable of the same set of instrumentation 

operations such as performing calculations, calling functions within the application, 

and sending data back to the tool.  More complex instrumentation can be created as 

separate modules, compiled into machine language, and dynamically loaded into the 

application. 

DPCL’s messaging system operates asynchronously.  Hence, messages can 

arrive in an undetermined order and at unpredictable times.  As such, DPCL messages 

must be packaged with a header that includes a callback function identifier.  A 

callback function specifies how to handle a given message.  On a daemon, this can 

mean executing the requested service such as adding or removing instrumentation.  At 

the front-end, a callback function may be used to receive acknowledgements or to pass 

data to the tool.  These callback functions must be “enrolled”, which registers the 

function with the messaging system and returns a unique integer identifier. 

As with DynInst, DPCL also exports a machine independent interface.  This 

means that a DPCL tool built on one machine can be easily ported to another machine 

with DPCL installed.  DPCL is used by several tools including Open|SpeedShop [7], 

Dynaprof [8], Tool Gear [9], and DynTG [13].  Open|SpeedShop, being developed by 
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SGI (Silicon Graphics Inc.) in cooperation with NNSA and the three National 

Laboratories Lawrence Livermore, Los Alamos, and Sandia, provides an open source 

performance analysis framework for profiling and tracing.  DynaProf and DynTG, 

which are built on top of the Tool Gear framework, also use DPCL for performance 

analysis allowing selective and interactive user-guided instrumentation.   
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Chapter 4 

Modifications 

 The original DPCL implementation does not scale well, especially on a 64K 

node machine such as BG/L.  For one, DPCL requires that the tool open a socket 

connection to each daemon monitoring an application process.  64K connections 

would strain the system limit and create a huge bottleneck on the front-end tool.  A 

more scalable topology must be implemented on machines as large as BG/L.  For this 

reason the DPCL communication mechanism is being modified to use the MRNet [3] 

communication library which creates a tree topology network of processes between 

the DPCL front-end and the application.  MRNet allows for scalable multicast and 

reduction operations on data sent through the tree network. 

 In addition, BG/L allows only application processes to run on the compute 

nodes.  Thus the compute nodes do not support the daemons required in the original 

DPCL implementation.  This issue requires both the DPCL and DynInst 

implementations to be modified such that the daemons can run remotely on BG/L's 

I/O nodes.  Specifically, each I/O node runs a single DPCL daemon process that is 

responsible for all 64 compute nodes associated with that I/O node.   

 The sections to follow will give more detail about the modifications required to 

provide a scalable implementation of DPCL on BG/L.  First this thesis will discuss the 

changes necessary for DynInst.  This will be followed by DPCL’s integration with the 

MRNet communication network and some necessary changes to MRNet.  Next will be 
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a discussion of the necessary changes to the DPCL front-end.  Finally, this thesis will 

describe the changes made to the DPCL daemons. 

 

4.1 DynInst Modifications 

 In order for DPCL to be ported to BG/L, the underlying DynInst library had to 

be ported too.  DynInst, which requires the ptrace [14] system call, typically works by 

launching the mutator program on the same node that the mutatee application is 

running on.  On BG/L the DynInst mutator cannot run with the application on the 

single threaded compute nodes.  As such DynInst had to be modified to run on BG/L’s 

I/O nodes.  In addition, DynInst had to be modified to use BG/L’s proprietary CIOD 

debugger interface through a newly created ciod_interface class. 

 In order for DynInst to communicate with the CIOD debugger, a 

ciod_interface class was created.  This interface serves as a wrapper to the CIOD’s 

functionality.  DynInst was modified to use this new interface when running on BG/L.  

Thus DynInst must make calls through the ciod_interface, which translates them into 

the associated CIOD commands.  

 In its current state on BG/L, DynInst is not capable of attaching to a running 

process.  It is, however, able to attach to a process upon start up.  Thus on BG/L, 

DynInst and hence DPCL, must issue a preliminary attach command through the 

CIOD before the application processes are launched.  This “pre-attach” is 

accomplished by inserting a breakpoint at the start of each application process.  Once 

all of the processes are stopped on this breakpoint, the debugger can then attach to the 

processes.   
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4.2 The MRNet Communication Library 

In order to scale to machines as large as BG/L, DPCL is being modified to 

utilize the MRNet communication library, developed at the University of Wisconsin, 

Madison.  MRNet uses socket connections to create a tree topology of networked 

processes, allowing for scalable multicast and data reduction.  This hierarchy can be 

seen in Figure 3.  At the root of the tree lies the MRNet-based tool that communicates 

with the leaves, which can be either a parallel application’s processes or the tool’s 

daemons.  An arbitrary number of levels can be placed between the root and the leaves 

of the MRNet tree.  These internal levels run the MRNet internal process which is 

responsible for forwarding messages between the tool and application processes and 

performing data aggregation functions.  This tree topology maps well to the BG/L 

architecture, with the root on a front-end node, the leaves on the compute nodes, and 

an internal level on the I/O nodes.  
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Figure 3: The MRNet tree topology.  Additional levels of MRNet Internal Processes 
may be added. 

 
Once the connections are established, MRNet sends data on what it defines as 

streams.  Communication via streams is restricted to upstream from the leaves to the 

root, or downstream from the root to the leaves.  Each stream has associated with it a 

set of leaf nodes.  This set of nodes is similar to a MPI communicator and can contain 

anywhere from one to all leaf nodes.  A stream can also have up to three filter 

functions defined, an upstream filter, a downstream filter, as well as a synchronization 

filter. 

An upstream filter can define an aggregation function such as sum, min, max, 

as well as any user defined functions on data sent from the leaves to the root.  This 

aggregation function is applied at each level in the MRNet tree, thus distributing 

computation.  It can also significantly reduce the number of packets that must be 

received by the front-end tool.   For instance if all of the compute nodes on BG/L send 
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an integer to the front-end through a sum filter, each I/O node would sum up the 

integers received from its associated 64 compute nodes and forward this single value 

to the front-end.  Thus the front-end would receive 1 packet from each of the 1024 I/O 

nodes, instead of all 64K compute node packets.  At the front-end, MRNet sums up 

the values in those 1024 packets and passes the sum to the tool.  Additional levels can 

be added to this topology and further decrease the strain on the front-end tool. 

Downstream filters operate on data being sent from the front-end tool to the 

leaves of the MRNet tree.  MRNet currently does not have any built-in downstream 

filters.  However, this capability is leveraged by DPCL to process commands sent 

from the tool to the DPCL daemons.  Specifically, a new DPCL filter is created that 

processes commands on each DPCL daemons and issues the appropriate action.  This 

filter is described in more detail later. 

As its name suggests, a synchronization filter specifies what kind of 

synchronization to apply on data sent from the leaves to the front-end tool.  A single 

“wait for all” filter is currently implemented in MRNet.  This filter specifies that each 

level in the tree waits for one packet from each of its children before forwarding any 

packets up to the next level in the tree.   

MRNet requires that the front-end tool be provided with a topology file.  This 

file contains the hostname or IP address of all the nodes and edges that form the 

MRNet tree.  This information allows MRNet to make the necessary socket 

connections between nodes.  This file is automatically created by the DPCL 

initialization code using the information provided in the MPI process table, a structure 
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that contains the IP addresses and PIDs of the processes in an MPI application.  DPCL 

also requires the hostnames or IP addresses of any additional nodes in the MRNet tree.  

 

4.2.1 MRNet Modifications 

Several changes had to be made to allow MRNet to work with the BG/L 

version of DPCL.  For instance, the MRNet library had to be thinned down for the 

BG/L compute nodes.  This included replacing system calls that are not implemented 

on the BG/L compute nodes with compatible calls that are implemented.  Each MRNet 

leaf node was also designed to take in various command line arguments including its 

parent node’s hostname and connection port.  Unfortunately, this information is not 

easily propagated to all compute nodes.  The port number can be fixed and hence is 

not a problem.  Fortunately, when a compute node calls gethostname(), the hostname 

of the associated I/O node is returned, which is also its MRNet parent node.  This will 

be generally true with DPCL since the DPCL daemons typically run on the same node 

as the application processes.   

Once this connection is established, the compute node and I/O node undergo a 

handshaking protocol.  The two must agree upon the compute node’s MRNet rank.  

The MRNet rank is an important value for defining communicators and sending 

packets to the correct compute node.  The rankings are established by the front-end 

after parsing the topology file.  Unfortunately, the MRNet ranks don’t correspond to 

MPI ranks.  To make matters worse, it is difficult to distinguish between compute 

nodes within the same I/O node partition.  To overcome these issues, MPI task zero 
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must assign MRNet ranks to each of the compute nodes.  This is accomplished using 

the following equation: 

MRNet rank = (I/O node rank) x (compute nodes per I/O node) + (compute node 

offset) 

The I/O node rank and the number of compute nodes per I/O node must be passed 

from the front-end to MPI task zero through a file.  The I/O node rank is a value from 

zero to the number of I/O nodes minus one and is determined by the sequential 

ordering of nodes in the topology file.  The number of compute nodes per I/O node is 

determined by the front-end from the MPI process table.  The compute node offset is 

essentially the rank of each compute node within its I/O node partition and can be 

arbitrarily assigned by MPI task zero.   

Furthermore, an additional MRNet startup mechanism had to be added to work 

with the Launchmon job start mechanism (described later). In the original 

implementation, MRNet automatically starts up all internal node processes through a 

remote access protocol like rsh or ssh.  However, BG/L’s I/O nodes do not support 

such remote access mechanisms without root access privileges.  To overcome this 

problem, MRNet was modified to bypass the internal process creation on the I/O 

nodes.  Instead, Launchmon is used to start the I/O node processes.   

An additional complexity arises in this modification.  Just as a compute node 

needs its MRNet parent node’s hostname to establish a connection, the I/O node also 

needs its parent node’s hostname.  However, in the case of the I/O node, the parent 

node is not fixed since the topology can include an arbitrary hierarchy between the I/O 

nodes and the front-end node.  Thus, a server socket is created on each I/O node to 
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await its parent node’s information.  The front-end is then responsible for connecting 

to each I/O node socket and passing the necessary information from the topology file.  

The I/O nodes are then able to connect to the MRNet.   

To hide the complexities of this customized MRNet, an MRNetWrapper class 

was added and can be used by MPI tasks to connect to the MRNet network and send 

data to the front-end tool.  The application simply makes a call to the wrappers 

initialize function and is then free to perform MRNet sends and receives via the 

wrapper. 

 

4.3 DPCL Front-End Modifications 

 The DPCL front-end needed to be changed to improve scalability and also to 

take advantage of MRNet’s multicast capability.  This required a shift from viewing a 

parallel application as a collection of individual processes to viewing a parallel 

application as a single entity.  The front-end was also modified to use a more portable 

job start mechanism, since the original implementation relied on the AIX operating 

system. 

 The original DPCL implementation allows instrumenting a process via the 

Process class abstraction.  Each Process object represents a target process and 

contains information about the process.  Using this object, a user can issue commands 

to attach to the process, identify potential instrumentation points and insert probes into 

the process.  Each command requires that a message be constructed and sent to the 

process's associated DPCL daemon, where it is unpacked and translated into the 

appropriate command. 
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 To support parallel applications, DPCL contains an Application class.  The 

Application class is an abstraction of a parallel application that allows the user to 

instrument all of the processes in the parallel application.  An Application object 

contains one Process object for each process in the entire parallel application.  In order 

to execute a command, such as attach, the Application object cycles through each 

Process object calling the corresponding command.  For a 64K node machine like 

BG/L, this would require 64K separate messages to be constructed and sent to the 

daemons.  Clearly this individual process oriented approach does not scale well to a 

machine as large as BG/L.  

 The MRNet-based DPCL implementation aims to be more application oriented 

and more efficient.  Rather than forward commands to each Process object, the 

Application object is used to issue the command itself using a broadcast or multicast 

operation and hence allows DPCL to take advantage of MRNet's multicast capability.  

Back to the 64K node BG/L example, the front-end only needs to construct a single 

message and send it to each of the 1024 I/O nodes, which then broadcast to the 

compute nodes associated with them.  Again, with additional levels in the MRNet tree, 

this number can be further reduced.  This application oriented view has clear scaling 

advantages over the original process oriented view. 

 A natural optimization arises from this application oriented view.  In the old 

process oriented view, the tool had to maintain a separate record for each process, 

despite the fact that some of the information may be redundant.  Assuming that each 

process is running the same executable, as is typical for MPI or OpenMP programs, 

any information gathered from the executable is the same across all processes.  As 
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such the MRNet-based DPCL implementation employs a “master daemon” 

optimization, where one daemon is responsible for sending this data to the tool.  This 

optimization can have enormous time savings, especially at larger node counts. 

 A necessary modification was to replace the DPCL job creation mechanism.  

The original implementation relies on IBM's Parallel Operating Environment (POE) to 

create tasks in a parallel application.  However, POE is only available on AIX 

operating systems, not Linux systems or BG/L.  Thus a new job launch utility known 

as Launchmon, developed at LLNL, was used.  The idea for Launchmon stemmed 

from the observation that performance tools that analyze remote compute nodes often 

implement their own ad-hoc methods for obtaining system information about those 

nodes.  Thus, Launchmon was designed to provide an easily portable and powerful 

interface to launch application processes and to obtain information about them.  It 

does so by interfacing with the system’s parallel job launcher and the standardized 

MPIR mechanism [6] that provides a standard interface to gathering information about 

an MPI application.  In the case of the MRNet-based DPCL, Launchmon is 

responsible for starting up all compute node processes as well as DPCL daemons.  It is 

also used to obtain the hostnames of all the compute nodes used and the PIDs of the 

application processes. 

 The original implementation allowed a DPCL tool to attach to an externally 

created, running process dynamically.  This required a DPCL runtime library to be 

dynamically loaded into the application processes.  This runtime library includes the 

communication mechanism, or in the modified version, the MRNet communication 

library.  Since BG/L's compute nodes do not allow dynamic loading, the application 
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must be statically linked to the runtime library at link time or re-linked with the 

runtime before application startup.  

 

4.4 DPCL Daemon Modifications 

 The DPCL daemons also had to be redesigned for the MRNet-based 

implementation of DPCL.  These changes include the necessity of having the daemons 

run on nodes remote from the application processes as well as allowing a single DPCL 

daemon to instrument multiple processes.  The DPCL daemons also had to be 

modified to utilize the MRNet communication library.   

 Having the DPCL daemons run on a separate node than the application 

processes required a major modification.  DPCL allows application processes to send 

data to the tool.  Originally, this was done through interaction between the application 

process and the DPCL daemon via a shared memory segment.  To send data, the 

application process would write into this shared memory.  The DPCL daemon was 

responsible for periodically checking this segment and forwarding any messages that it 

found.  Clearly a machine like BG/L that runs daemons on remote machines can not 

support this shared memory sending mechanism.  Instead, the new implementation 

utilizes MRNet for this communication, requiring MRNet to be included in the 

runtime linked to the application.  Thus a probe can specify that the application 

process send data to the front-end tool using MRNet. 

 The new implementation also requires a single daemon be able to instrument 

multiple application processes.  Because of this requirement, each daemon must keep 

a list of relevant information pertaining to the application processes.  This includes a 
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list of ProcessD objects, each object being the DPCL daemon's abstraction for an 

application process.  Similar to the front-end abstraction, commands such as attach 

and install probe are issued through a ProcessD object.  These ProcessD objects are 

stored in a hash table indexed by the PIDs of the processes.   

 Recall that the front-end was modified to take on a more application oriented 

view.  Thus each daemon receives only a single message per tool command, regardless 

of how many application processes to which it is connected.  This message is 

unpacked and assumed to apply to all of the application processes.  The daemons do 

not have a similar notion of an application as the front-end and therefore must serially 

issue commands through all of the ProcessD objects.   

 MRNet's original implementation only allowed communication between the 

front-end and the application processes.  The internal nodes were only responsible for 

forwarding packets and applying data aggregation functions.  Thus, MRNet had to be 

modified to allow the front-end to communicate with the daemons running on internal 

nodes.  For data being sent from the front-end to the daemons, each daemon needs to 

know that it must process the message and not forward it on to the application 

processes.  To do this, a new DPCL filter is hard-coded into MRNet.  The front-end 

must create a stream specifying this DPCL filter as the downstream filter to be 

applied.  Commands sent on this stream are received by the DPCL filter on the 

daemons, which calls the appropriate callback function.   

 These callback functions are responsible for unpacking command messages 

and then calling the necessary ProcessD functions.  The original callbacks had to be 

modified in order to support the modifications.  Specifically, a single callback on a 
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given daemon must be able to issue commands for all of that daemon’s application 

processes.  This requires that each daemon maintain a list of its processes' PIDs.  

These PIDs index the hash table to get the appropriate ProcessD objects.   

 The daemons also need a way to send data back to the front-end.  While the 

MRNet API does not have functions for internal nodes to send their own messages to 

the front-end, it does have the infrastructure to forward messages sent from the leaf 

nodes to the front-end.  This infrastructure is used by tricking MRNet into thinking 

that the daemon's message was received from a leaf node and needs to be forwarded to 

the front-end.   

 The modifications also require the removal of the super daemon notion.  Recall 

that the original DPCL architecture required one super daemon to be present on each 

node running an application process.  This super daemon was responsible for 

spawning and managing one DPCL daemon per application process.    The super 

daemon's duties also included an authorization check to ensure that the DPCL tool has 

permission to instrument the process (i.e. UID matching).  In the MRNet-based DPCL 

implementation, the DPCL daemons are created along with the application processes 

with the Launchmon utility.  This ensures the users authorization to instrument the 

application processes.  Thus, the functionality of the super daemon is no longer 

necessary.   

 The overall structure of the MRNet implementation of DPCL on the full BG/L 

system can be seen in Figure 4.  The DPCL tool running on the front-end uses MRNet 

to connect to the DPCL daemons on the I/O nodes.  The DPCL daemons have an 

additional MRNet connection to the application processes running on the compute 
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nodes.  The DPCL daemons also communicate with the CIOD daemons, allowing 

them to control and to instrument the application processes.  This structure can be 

augmented to have an arbitrary tree hierarchy of processes between the front-end and 

the I/O nodes, providing even more efficient broadcasting of messages and processing 

of data. 

 
Figure 4: The MRNet DPCL structure on the full Blue Gene/L system.  Additional 
layers can be added between the Front End and the I/O nodes. 
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Chapter 5 

Performance 

Performance data was measured both for MRNet itself and the MRNet 

implementation of DPCL.  The former was gathered to show the scalability of the 

MRNet communication library and the performance benefits of using data aggregation 

filters.  The latter shows the ability of the MRNet-based DPCL implementation to 

scale to large machines.   

The performance tests were run on two systems, unclassified Blue Gene/L 

(uBG/L) and the Multiprogrammatic Capability Cluster (MCR).  uBG/L is a single 

rack, 1024 node system with the same architecture as the full BG/L system.  The main 

difference is that uBG/L is richer in I/O nodes, with each I/O node managing eight 

compute nodes.  Figure 5 shows the DPCL hierarchy for the uBG/L performance tests.  

The front-end tool connects directly to the DPCL daemons running on the I/O nodes.  

Each I/O node connects to 8 compute nodes.  This system was tested with compute 

node counts between 64 and the maximum, 1024. 
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Figure 5: The DPCL structure on uBG/L with n compute nodes. 

 
MCR has a more conventional parallel architecture than BG/L.  Specifically, it 

is a Linux cluster composed of 1,152 dual 2.4 GHz Pentium 4 Xeon processor 

compute nodes.  MCR was tested at various sizes with both one task per compute node 

and two tasks per compute node.  Figure 6 shows the hierarchy with one task per 

compute node, while Figure 7 shows the hierarchy with two tasks per compute node. 
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Figure 6: The DPCL structure on MCR with one task per compute node and n 
compute nodes. 
 

 
Figure 7: The DPCL structure on MCR with two tasks per compute node and n 
compute nodes. 
 

5.1 MRNet Performance 

 Two tests were performed to determine the performance of MRNet.  The first 

test quantifies the latency of sending a packet from the front-end tool to the 

application processes.  This includes the time to create the packet and propagate it 

through the MRNet tree.  The second test determines the scalability of MRNet when 
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both the number of application processes and packets sent per process are increased.  

The scalability is further examined with varying tree topologies. 

 

5.1.1 Latency 

 An important quantification of a communication library is its latency.  To 

measure this value, an MRNet communicator is created with a single compute node 

task.  The front-end then measures the time to send 1000 packets to that task, one by 

one, each time waiting for an acknowledgement before sending the next packet.   This 

time is divided by 1000 to determine the roundtrip time for a single packet.  This result 

is divided by two, yielding the latency.   

The MRNet latencies for various sized runs of both MCR and uBG/L can be 

seen in Table 1.  On MCR, the MRNet latency was measured between 20.1 and 20.3 

milliseconds.  The numbers on uBG/L were similar ranging from 20.0 to 20.1 

milliseconds.  These numbers may seem high for the latency on a super computer, but 

recall that this is the MRNet latency.  This includes the time to create a packet and 

propagate it through the MRNet network, including the internal processes in the tree. 
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Table 1: The MRNet latency for various machine configurations.  In the second 
column, MCR is characterized by the number of compute nodes, while uBG/L is 
characterized by the number of I/O nodes. 

Machine Nodes / I/O Nodes Processes per Node Latency (ms)
MCR 2 1 20.2
MCR 2 2 20.2
MCR 4 1 20.1
MCR 4 2 20.2
MCR 8 1 20.1
MCR 8 2 20.2
MCR 16 1 20.3
MCR 16 2 20.2
MCR 32 1 20.3
MCR 32 2 20.3
MCR 64 1 20.3
MCR 64 2 20.2
MCR 128 1 20.3
MCR 128 2 20.3

uBG/L 8 8 20.0
uBG/L 16 8 20.0
uBG/L 32 8 20.1
uBG/L 64 8 20.1
uBG/L 128 8 20.0  

 
 

5.1.2 Scalability on MCR 

The scalability of MRNet was also tested on both MCR and uBG/L with 

varying job sizes.  This test was designed to show the scalability of MRNet when both 

the number of application processes and packets sent per process are increased.  The 

front-end determines the time to receive a fixed number of MRNet packets, each 

containing a single integer, from all of the compute node tasks.  The packet quantities 

range from 100 to 1000 per task, in 100 packet increments.  This test was designed to 

stress MRNet beyond what a typical DPCL tool would require.  Namely, a DPCL tool 

would never require each compute node process to issue 1000 consecutive sends.   
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In order to show the benefit of the MRNet filters, each test is repeated with a 

sum filter applied.  In the sum filter test, each compute node task still sends the same 

number of integer containing packets.  At each level in the MRNet tree, the filter waits 

for one packet from each of its children.  Once received, the values are summed up 

and forwarded to the next level in the tree as a single packet. 

Initial tests showed some strange spikes in the results, where a smaller number 

of packets sometimes took an order of magnitude longer than a larger number of 

packets.  These spikes can be explained by system noise or other jobs’ network traffic.  

Because this tests aims to show the scalability of the MRNet communication library 

itself and not its performance on a given machine at a given time, each iteration is 

tested at least five times with only the best value reported.  Only reporting this single 

value, versus an average, mitigates the performance impact of factors external to this 

test.  Even with these additional runs, there were still cases where the best run for a 

smaller number of packets took longer than the best run for a larger number of 

packets. 

The MRNet scalability results on MCR with a single task per compute node 

can be seen in Figure 8.  Each data line corresponds to a given number of compute 

nodes, with an ÿFÿ indicating that the sum filter was applied to the packets being sent.  

There are several interesting points to note.  With 32 and 64 compute nodes, the time 

scales linearly with the number of packets being sent.  There is also linear scaling 

when going from 32 to 64 compute nodes.  Both these scaling characteristics continue 

when going to 128 compute nodes, but only up to 400 packets.  After that point, there 

begins to be performance degradation.   
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