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Motivation

* The problem

- End-users: | already have Hadoop code — and | only have
access to regular HPC-style resources

- Computer Scientists: | want to study the implications of
using Hadoop on HPC resources

- Lack of available tools to solve this problem

- Lack of general understanding of the implications of
running shared-nothing systems on regular HPC
resources
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Software Requirements

- An open source tool for running Hadoop jobs on
HPC resources

- Play nice with existing batch systems on HPC resources
- SGE, PBS, Condor, etc

- Easy to configure and use for the end-user
- Ability to run Hadoop jobs without needing root-level access

- Enable multiple concurrent users (or multiple concurrent
Hadoop job submissions from the same user)

- Ability to persist state of Hadoop jobs between runs
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Some Ground Rules

- What this presentation is:

A *how-to” for running Hadoop jobs on HPC resources
using myHadoop

» A description of the performance implications of using
myHadoop

« Observations about running Hadoop (or similar shared-
nothing frameworks) on “traditional” HPC resources
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Some Ground Rules

- What this presentation is not:

- A propaganda for the use of Hadoop on HPC resources
- May or may not be the best fit for your application

» Although some of this discussion may sway your mind one
way or another
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The MapReduce Paradigm

- Programming environment for very large scale data
processing on commodity resources
Originally developed by Google
Open Source implementations exist — e.g. Apache Hadoop (Java), Disco
(Python)
- Managing task executions and data transfers in a
“shared nothing” environment
MapReduce: Infrastructure to support data scatter / gather
Distributed data repository (“file system”)
- Google File System (GFS)
- Hadoop Distributed File System (HDFS)
Round-robin partitioning of data
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GFS/HDFS Architecture*

HDFS Architecture
Metadata (Name, replicas, ...):

Metadat_a/opg"[ Namenode /homeffoo/data, 3, ...

Block ops
Read Datanodes Datanodes
! I |
A E - — Replication g B L
L] = Blocks
- Y,
N \
Rack 1 Rack 2

*Source: http://hadoop.apache.org/common/docs/current/hdfs _design.html _ _
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MapReduce Execution”

User
Program
1) fork .* . -
() fork (1) fork €1) fork
, @
@) assign
_assign reduce .
" map
\worker .
split 0 - .
- ©write | output
split 1 worker file 0

(5) remote read

split 2 |—3)read . (4) local write
p file 1

split 4
Input Map Intermediate files Reduce Output
files phase (on local disks) phase files

*Source: http://labs.google.com/papers/mapreduce.html
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Advantages of MapReduce

« Scalable and conducive to data-intensive and data-
parallel applications

- Fault-tolerant by design — workers can be restarted on
failures

- Use of data-locality for scaling and high performance
» Pushing computation to the data

- Easier for writing parallel data-intensive applications
- Framework takes care of scaling, fault-tolerance, etc

- Designed to run on non-specialized commodity hardware
- And cloud resources such as AWS (EC2 MapReduce service)
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Observations on MapReduce

Easy to use — complexity is hidden by the library

A large variety of problems are easily

expressible in this model

- Caveat: Not all algorithms lend themselves very well to be
iImplemented using this model

Implementation scales to 1000s of machines

Restricting the programming model makes it
easy to parallelize and deal with failures
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Hadoop on HPC: Main Challenges

- Shared-nothing (MapReduce/Hadoop) versus
HPC-style architectures

- In terms of philosophies and implementation
- Control and co-existence of Hadoop and HPC
batch systems

- Typically both Hadoop and HPC batch systems (viz., SGE,
PBS) need completely control over the resources for
scheduling purposes
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% Traditional HPC Architecture

PARALLEL FILE SYSTEM / a COMPUTE CLUSTER WITH  ~
\ MINIMAL LOCAL
S o - STORAGE _ - <

VO - =

Shared-nothing (MapReduce-style) Architectures

ETHERNET
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Hadoop and HPC Batch Systems

- Access to HPC resources is typically via batch systems —
viz. PBS, SGE, Condor, etc

- These systems have complete control over the compute resources

- Users typically can’t log in directly to the compute nodes (via ssh) to
start various daemons

- Hadoop manages its resources using its own set of
daemons
- NameNode & DataNode for Hadoop Distributed File System (HDFS)
- JobTracker & TaskTracker for MapReduce jobs
- Hadoop daemons and batch systems can’t co-exist
seamlessly
- Will interfere with each other’s scheduling algorithms
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myHadoop Requirements: Recap

. Enabling execution of Hadoop jobs on shared HPC
resources via traditional batch systems

a) Working with a variety of batch systems (PBS, SGE, etc)

. Allowing users to run Hadoop jobs without needing root-
level access

. Enabling multiple users to simultaneously execute

Hadoop jobs on the shared resource
a) Or multiple concurrent Hadoop job submissions from the same user

. Allowing users to either run a fresh Hadoop instance
each time (a), or store HDFS state for future runs (b)
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myHadoop Architecture

\\5/\ - BATCH PROCESSING SYSTEM (PBS, SGE) [1]
@ﬁ))ﬂ
—(E AT
T

PERSISTENT MODE

[4(b)]

NON-PERSISTENT MODE

[4(a)]

@ @ @ PARALLEL FILE SYSTEM —
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Implementation Details: PBS, SGE

Get number of nodes (N) and target config directory
(HADOOP CONF DIR) from the user

!

Get list of resources assigned from resource manager
(PBS, SGE)

|

Pick the 1% node as “master” — all nodes will also be “slaves”. Update
the master node in the mapred-site.xml and core-site.xml files

!

Use the HADOOP DATA DIR specified in the myHadoop properties.
Update the core-site.xml with the location of this directory

\ 4

Update all tuning parameters in all the hadoop-env.sh and *-site.xml
files, and copy configuration files to the HADOOP CONF DIR

Persistent

e Create symbolic links from
ode!’

HADOOP DATA DIR HADOOP DATA DIR and

and log directory on local log directory on local nodes to
nodes, if need be the final persistent location

Create
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User Workflow

— o e o o e
—— - = e
= —
- —
— —
- o
—

-
- ~

~Request resources using regular resource manager (SGE, PBS) directives

|

d Configure Hadoop for the acquired resources using myHadoop configuration scripts N

!

\ Format HDFS and start Hadoop daemons using regular Hadoop commands, using /

the configuration files generated by myHadoop

SDSC

\

Stage input data into HDFS from shared file system, if need be (may not

-

T~ be required for persistent mode) _--

Y -

7] 'S’ta—ge output data out of HDFS to shared file system, if need be (may not

be required for persistent mode)

|

Shut down Hadoop daemons, and clean up using
R myHadoop scripts

=
=
-
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—
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—~—

-
-
-

=
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Performance Evaluation

- Goals and non-goals
- Study the performance overhead and implication of myHadoop
- Not to optimize/improve existing Hadoop code

« Hardware Resources

« Triton Compute Cluster (htip://tritonresource.sdsc.edu/)

« Triton Data Oasis (Lustre-based parallel file system) for data storage, and for HDFS
in “persistent mode”

« Dash Compute Nodes (http://www.sdsc.edu/us/resources/dash/)
+ Use of local Flash memory for HDFS storage
- Software

- Apache Hadoop version 0.20.2
« Various parameters tuned for performance on Triton

- myHadoop version 0.2a
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Performance Evaluation

« Applications
- Compute-intensive: HadoopBlast (Indiana University)
« Modest-sized inputs — 128 query sequences (70K each)
- Compared against NR database — 200MB in size

- Data-intensive: Data Selections and Counts (OpenTopography
Facility at SDSC)

* Input size from 1GB to 100GB
« Sub-selecting and counting around 10% of the entire dataset
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core-site.xml:

i0.file.buffer.size 131072 Size of read/write buffer
fs.inmemory.size.mb 650 Size of in-memory FS for merging outputs
10.sort.mb 650 Memory limit for sorting data

hdfs-site.xml:

dfs.replication 2 Number of times data is replicated
dfs.block.size 134217728 HDFS block size in bytes
dfs.datanode.handler.count 64 Number of handlers to serve block requests

mapred-site.xml:

mapred.reduce.parallel.copies 4 Number of parallel copies run by
reducers
mapred.tasktracker.map.tasks.maximum 4 Max map tasks to run simultaneously
mapred.tasktracker.reduce.tasks.maximum | 2 Max reduce tasks to run simultaneously
mapred.job.reuse.jvm.num.tasks 1 Reuse the JVM between tasks
mapred.child.java.opts -Xmx1024m | Large heap size for child JVMs

]
—_—
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HadoopBlast Implementation

Input Query
Sequences

 Inputs (query
sequences) are

/ \
partitioned and Vv Phasc . ________ .
loaded into HDFS " @ @

 NR database is l

Map Results

replicated across (s query

all nodes results)

Exported v

Outputs
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HadoopBlast Performance

myHadoop Blast - non-persistent mode

10000
£ 1000 -
-
é 100 - : “N=8
3 N=16
b ' N=32
1,-.V-II, '_ﬂ.v_-.
Configure Dataload Query Output  Shutdown
Write
myHadoop Blast - persistent mode
10000
Z 1000
Q -
E o=
-
W N=8
§ 100
£ N=16
o
2
& 10 : ' - N=32
, e . ' e ..
Configure Query Output Write  Shutdown
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Data Selection: Implementation

* Inputs (ASCII
points) loaded into
HDFS

Input Points

X, Y, Z

|
'

Map /. N__
- Map Phase does Phase
the filtering, given | |
the parameters Map Resuli
(Boundlpg bx |l | secccass
o NO Reducers selection)
X, Y, Z
necessary s \ / ___________
Exported
Outputs
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SDSC

Data Selection: Performance

myHadoop Data Selects - non-persistent mode

Execution Time (s)

Execution Time (s)

10000

1000

100

10

10000

1000

100

10

M Configure

— M Data Load
B Query

~ B QOutput Write

Shutdown

1GB, 1GB, 10GB, 10GB, 100GB, 100GB,
N=4 N=32 N=4 N=32 N=4 N=32

myHadoop Data Selects - persistent mode

® Configure

B Query
¥ Qutput Write

Shutdown

1GB, 1GB, 10GB, 10GB, 100GB, 100GB,
N=4 N=32 N=4 N=32 N=4 N=32
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Point Count: Implementation

Input Points

* Inputs (ASCII e

points) are loaded M / \

into HDFS A
¢ Map phase does Map R.esul.ts (.Count l l

filtering, given a pounding bow) L1 77T L

bounding box S -
- Combine phase

sums up the local C‘t“)“ih """"
results \ _____ A

. Reduce phase Reduce Phase @
d OES g IO bal S U m (Merge results) :
L
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Point Count: Performance*

LIDAR Point Count - Non-persistent Mode

1000
=
£ 100
= & Configure
c
S & Data Load
2 10 .
) ‘ Execution
. Y '
& Shutdown
. -
B, 1GB, 10GB, 10GB, 100GB, 100GB,
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1000
=
g 100
=
c & Configure
)
g & Execution
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P I I I Shutdown
1 '
*
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Observations & Opinions

- Can we run Hadoop jobs on HPC resources?
* Yes, made possible by myHadoop
- Are HPC resources well-suited to run Hadoop or
other shared-nothing environments?
+ Maybe, maybe not — this is debatable
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Opinions: Hadoop on HPC Resources

- Square peg in a round hole?
- Shared-nothing implementation on shared systems
- “Batch model” may not be the most natural for
data-intensive systems
- Most of the time may be spent moving data back and forth
« A long-term reserved model may be more appropriate
- May be fine for compute-intensive tasks

- But the effectiveness of Hadoop in this environment is
debatable — other ways to do the same things
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Opinions: Hadoop on HPC Resources

- Lack of shared-nothing style architectures for
data-intensive computing

« Most existing ones are “traditional” HPC systems, with
shared resources

- May be a need for High Performance Data (HPD) systems
of the shared-nothing variety

- In addition to existing systems such as Gordon

- Suitable for running Hadoop, HBase, Hive, Cassandra, and
parallel databases
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But clearly this is “useful” ©

- myHadoop downloaded ~140 times via SourceForge in
~5 months

« http://sourceforge.net/projects/myhadoop/
- Also available and being used on Triton and Dash

Download History for All Files For nyHadoop

All Time

Downloads/month
o
MB/month

2010-12

2011-01
2011-03
2011-05

=
o~

| [ pownloads [ Bandwidth
eeeee ted 2011-05-18 18:36:58 UTC Copuright SourceForac.net

G
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Related Work

- Recipe for running Hadoop over PBS in blogosphere

» http://jaliyacgl.blogspot.com/2008/08/hadoop-as-batch-job-using-
pbs.html

- myHadoop is “inspired” by their approach — but is more general-
purpose and configurable

- Apache Hadoop On Demand (HOD)

* http://hadoop.apache.org/common/docs/r0.17.0/hod.html

« Only PBS support, needs external HDFS, harder to use, and has
trouble with multiple concurrent Hadoop instances

- MapFreeduce - http://www.mapfreeduce.com/
Hadoop installations on idle workstations — Condor/SETI@Home style

SDS' SAN DIEGO SUPERCOMPUTER CENTER Y‘

at the UNIVERSITY OF CALIFORNIA; SANDIEGO | JCSD




Conclusions

- myHadoop — an open source tool for running Hadoop
jobs on HPC resources

« Without need for root-level access
+ Co-exists with traditional batch systems

- Allows “persistent” and “non-persistent” modes to save HDFS state
across runs

« Tested on SDSC Triton, TeraGrid and UC Grid resources
 More information

« Software: htips://sourceforge.net/projects/myhadoop/
- SDSC Tech Report:
http://www.sdsc.edu/pub/techreports/SDSC-TR-2011-2-Hadoop.pdf
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Questions?

« Email me at sriram@sdsc.edu
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